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Abstract

This study presents a fast and consistent software package called BACE (i.e., Bayesian
averaging of classical estimates) that offers a model-building strategy for various bounded
dependent variable models, including — logit and probit models, ordered logit and pro-
bit models, multinomial logistic regression, Poisson regression, Tobit model, interval re-
gression — as well as linear regression. The BACE approach, originally associated with
normal linear regression, is a model selection method that combines classical estimation
and Bayesian techniques. It solves the problem of computational speed and model un-
certainty that arise when dealing with numerous competing advanced statistical models.
Our package also provides an implementation of the well-established Bayesian information
criterion variants and the latest measures of jointness. We use gretl, a popular, free, and
open-source software for econometric analysis that features an easy-to-use graphical user
interface.
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1. Introduction

One of the fundamental challenges in building an econometric model is the selection of ex-
planatory variables.! For a relatively small number of regressors, typically ranging from a
few to a dozen, conventional procedures such as the simple-to-general or general-to-simple
approaches are popular and useful build-up methods (Greene 2003). The problem of vari-
able selection becomes considerably more complicated when number of regressors is several
times larger. In this case, both strategies can misspecify the “true” model (Greene 2003), or
may also lead to different estimates and conflicting conclusions about the main questions of
interest (Raftery, Madigan, and Hoeting 1997).

!This paper was previously circulated under the title “BACE: A gretl Package for Model Averaging in
Limited Dependent Variable Models”.
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A potential solution to overcome this issue is the Bayesian averaging of classical estimates
(BACE), a model averaging approach that allows us to construct models that incorporate
information from numerous possible combinations of regressors while addressing uncertainties
associated with them. We can then not only derive a ranking of the most likely competitive
models but also obtain weighted averaged parameter estimates across all the potential models,
and ultimately assess the importance of each regressor.

BACE was proposed by Raftery (1995) and further discussed by i Martin, Doppelhofer, and
Miller (2004) as an alternative to the familiar and previously applied Bayesian model averaging
(BMA) technique (see Koop 2003). It differs mainly in that it is based on ordinary least
squares (OLS) or maximum likelihood estimation (MLE)?. The averaging of the parameter
estimates is performed across all possible combinations of regression models obtained by
means of classical frequentist inference, and, hence, known as frequentist model averaging.

A key element in model averaging with Bayesian inference is calculating the marginal data
density. In many cases, the combination of the likelihood function and a prior distribution
leads to posterior distributions that are difficult to integrate analytically. While obtaining the
marginal data density in Bayesian linear regression is relatively easy, models with bounded
dependent variables, such as logit and probit, are much more CPU time consuming and
require complex numerical techniques (see Bollen, Harden, Ray, and Zavisca 2014; Pajor
2017; Lucchetti and Pedini 2022). Moreover, as the number of explanatory variables grows,
the number of possible models increases exponentially, which may pose problems for the
Bayesian approach in advanced statistical models. The BACE method solves this problem
by requiring significantly less computational time through the use of marginal data density
approximated with Bayesian information criterion (BIC; Schwarz 1978). It also provides
reliable results by using a weighted average over all individual models; in addition, it can
replicate complex reduction strategy (Blazejowski, Kufel, and Kwiatkowski 2020).

Our approach directly follows ideas presented in Kass and Raftery (1995); i Martin et al.
(2004); Bollen et al. (2014), where the authors use the Schwarz criterion to approximate the
marginal data density. An example of the application of the BACE method can be found,
among others, in studies by Van Dijk (2004); Moral-Benito (2012); Albis and Mapa (2014);
Bialowolski, Kuszewski, and Witkowski (2014) and Blazejowski, Kwiatkowski, and Gazda
(2016, 2019). Steel (2020) recently provided an overview of the applications of the BACE
method.

Herein, we introduce a package for gretl (Cottrell and Lucchetti 2023), named BACE. The
presented package contains several notable and noteworthy features. Our BACE package
is very fast and has a consistent set of functions. We provide an averaging technique for
several bounded dependent variable models, namely, logit and probit models, ordered logit and
probit models, multinomial logistic regression, Poisson regression, Tobit model, and interval
regression. To our knowledge, most of the aforementioned are only available, at this moment,
in the BACE package. The BACE package includes linear regression models as well. However,
as the dependent variable is not bounded in these models, linear regression is not the primary
focus of our interest here.

We can outline several reasons for the usefulness and convenience of gretl for econometric

2The model averaging technique using maximum likelihood estimation is sometimes referred to as Bayesian
averaging of MLE, as described by Moral-Benito (2012). For simplicity in our notation, we use the term
“BACE method” to refer to both variants of frequentist model averaging — whether using OLS or MLE.



Journal of Statistical Software 3

analysis. Unlike many other statistical software packages, gretl is free and open-source soft-
ware for econometric analysis, with an easy-to-use, intuitive graphical user interface. It is
developed in C/C++ languages, licensed under the GPL-3 license (http://www.gnu.org/
copyleft/gpl.html), and it has been reviewed in various international journals, notably by
authors such as Baiocchi and Distaso (2003), Yalta and Yalta (2007), and Rosenblad (2008).
Some additional details about gretl are discussed in Adkins (2011) and Blazejowski (2024).

The BACE package can be useful in various areas that require identification factors in deci-
sion support. Such areas encompass credit scoring, bankruptcy prediction, fraud detection,
prediction of financial market direction, customer behavior, and labor and health economics.
It is also applicable in situations where there are natural limitations on the values that the
dependent variable can take, such as consumer spending or insurance. For example, there is
a lower bound on consumer spending (customers cannot spend less than zero), and there may
be limitations on the maximum sums that may be claimed from insurance.

Although the initial versions of model averaging packages have mainly focused on linear regres-
sion (Amini and Parmeter 2011; Zeugner and Feldkircher 2015; Blazejowski and Kwiatkowski
2015), discrete dependent variable models have gained popularity as well (Lucchetti and Pe-
dini 2022; Raftery, Hoeting, Volinsky, Painter, and Yeung 2026; Sevéikova and Raftery 2024;
Clyde 2023). Recently, scholars have been using generalized linear models to apply the model
averaging approach to bounded dependent variable models, such as logit, probit, and Poisson
specifications. In the first example, Lucchetti and Pedini (2022) introduced the ParMA pack-
age for gretl, using a Bayesian approach with a reversible jump Markov chain Monte Carlo
(MCMC) scheme. In the following two instances, Raftery et al. (2026) and Sevéikova and
Raftery (2024) developed the BMA and mlogitBMA packages in R (R Core Team 2026) using
the (BIC; Schwarz 1978). Subsequently, Clyde (2023) developed the BAS package in R using
stochastic or deterministic sampling without replacement from posterior distributions. In
terms of models with a bounded dependent variable, our package can be considered an alter-
native to the previously mentioned packages because it offers more models, fast computational
speed, good accuracy, well established BIC variants, and the latest jointness measures.

The remainder of this article is structured as follows: Section 2 briefly outlines the model
averaging and marginal data density approximation used in our package, as well as the imple-
mented bounded dependent variable models and measures of jointness. Section 3 presents the
basic idea of the BACE package, including its code, the use of command line and graphical
user interfaces (GUIs), and the returned outputs. Section 4 includes a usage example for
the ordered probit model. Section 5 presents an empirical illustration of logistic and Poisson
regressions, as well as information about the speed of calculation of the BACE package. The
final section concludes the article.

2. Methodological background

2.1. Model averaging and marginal data density approximation

Suppose we have K potential explanatory variables, leading to a total of 2% possible models
and let M, forr =1, ..., 2% represent each of the 2% models under consideration. Given a set
of prior model probabilities {P(Mr)}%il for each of the 2% models, the posterior probability
of r—th model P(M, | y) for observed data y = (y1,...,yn), can be computed using Bayes’
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formula as follows:
P(M )P (y | M)

SIS P(M;)P (y | M)
where P (y | M,) is marginal density of the data y under r—th model.

P(M, |y) =

It is known (see Zellner 1971; Koop 2003) that the marginal density of the observed data can
be obtained by integrating out the model parameters. Specifically, for the r—th model M,., it
is given by:

P(y | M,) /P 1 6,, M,)P(6, | M,)do,, (1)

where 6, represents the vector of unknown parameters in the model M,, P(0, | M,) is the
prior distribution over the parameters 6, under model M,, and P(y | 8,, M, ) is the likelihood
of observing the data y given the parameters 6, and the model M,..

Using the BACE method, we can also easily evaluate the mean and variance of the parameters
of interest @ across the entire model space (Leamer 1978; i Martin et al. 2004):

E@O|y)~ ZPM | y)0,,

2K 2K

2

VAR(O | y) = 3 P(M, | y)VAR(®, |y, M,) + > P(M, | y) (0, —E@|y))
r=1 r=1

where 8, = E(6, | y, M,).

Another useful characteristic popular in the model averaging approach is the posterior in-
clusion probability (PIP), which is defined as the posterior probability that the indepen-
dent variable is relevant in explaining the dependent variable (Leamer (1978); Mitchell and
Beauchamp (1988)). In our case, the PIP is calculated using Monte Carlo integration, as the
sum of the posterior model probabilities for all models that include the specific independent
variable (Forte, Garcia-Donato, and Steel 2018).

With the BACE approach, we can also conduct predictive inference of the future values
(yf) across the entire model space, where individual posterior mean of yy in model M,,
E(ys | y, M,), are averaged using weights based on the posterior probabilities of competing
models P(M, | y):

E(ysly) = ZPM | Y)E(ys |y, My).

In some relatively simple models, such as linear regression, the marginal data density P(y | M,)
can be represented by a closed-form analytic expression (Zellner 1971; Ferndndez, Ley, and
Steel 2001; Koop 2003). However, in many situations, even though it is a simple concept,
the marginal data density is difficult to calculate — for example, in logit and probit models
wherein numerical integration is more computationally demanding (see Newton and Raftery
1994; Gelman, Carlin, Stern, Dunson, Vehtari, and Rubin 2013; Pajor 2017). Model averag-
ing presents a particular challenge due to the large number of potential explanatory variables
K, resulting in a vast number of possible combinations (2% ) that must be evaluated within
a limited timeframe. For this reason, a possible solution to overcome this problem is to
approximate of the integral in Equation 1 based on (BIC; Schwarz 1978).
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In our BACE package, P(y | M,) is approximated with several BIC variants (Raftery 1996;
Bollen, Ray, Zavisca, and Harden 2012; Bollen et al. 2014; Peterson and Cavanaugh 2019;
Bayarri, Berger, Jang, Ray, Pericchi, and Visser 2019):

1. BIC; Schwarz (1978); one of the most popular model selection method, where marginal
density of the data y under r—th model is based on the following assumption:

InP(y | M) ~ nP(y | 8, M,) ~ T N, )

where 0, is maximum likelihood estimator of parameters 6,., k, is a number of estimated
parameters within the model M,., and N is the number of observations. BIC accounts for
both the model fit and its complexity. Note that, because of the strong penalty effect on
the likelihood, it tends to favor simpler models. According to Burnham and Anderson
(2004), this can lead to models that are too parsimonious (underfitted) for small or
moderate sample sizes. This approximation becomes invalid, for instance, in situations
where the explanatory variables exhibit high collinearity or minimal variance, or when
the number of parameters increases with sample size (Bollen et al. 2012; Weakliem 1999;
Winship 1999).

2. HBIC; Haughton (1988); Kass and Raftery (1995); a variant with an additional retained
term of Taylor expansion of the InP(y | Mj) around the MLE:

A k k
I P(y [ M) ~InP(y | 6, My) — o In N + - In(27).

A simulation study conducted by Haughton, Oud, and Jansen (1997) indicates that
HBIC can exhibit better performance compared with the BIC. The benefits of HBIC
are particularly evident for small sample sizes. Bollen et al. (2012, 2014) presents similar
results, where HBIC showed overall better performance in model selection for small and
moderate samples, although BIC exhibited comparable behavior for larger datasets.

3. IBIC; Bollen et al. (2012); the information—based BIC, which includes another part of
the Taylor expansion, specifically the Fisher information matrix 1(0,) evaluated at ,.:

In P(y ‘ M'r‘) ~ hlP(y ’ ér;MT) - %IHN‘F %IH(QTF) - %IH‘I(OAT) .

In a simulation study on multiple regression models, Bollen et al. (2012) showed that,
in numerous cases (though not all), the IBIC tends to perform better than BIC and
HBIC. Specifically, with a large R? (0.90), a small sample size (N < 100), and weak
correlations among variables, IBIC tends to outperform BIC and HBIC in identifying
the “true” model. However, a potential drawback of employing IBIC is that we need to
compute the expected information matrix at each step in the Monte Carlo simulation.
This problem is more visible for models with a large number of regressors, where the
estimation of the information matrix can become more demanding owing to increased
CPU time and potential issues with numerical stability.

4. EBIC; Chen and Chen (2008); the extended BIC, EBIC is the standard BIC with an
additional expression that penalizes a model based on the number of candidate models
of the same size:

EBIC = BIC + 2yIn (f) (3)
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where v € [0,1]. An additional component in EBIC was introduced to penalize the
dimension of the model space. This penalty aims to promote the selection of sparse
models, especially when the number of coefficients tends to grow with the increasing
sample size (Gao and Song 2010).

Following Ley and Steel (2009), let us assume that each regressor enters a model independently
of the others with a prior probability ¢ € [0, 1] (the prior probability of inclusion (PrIP)).
We offer two options here: either the user provides v vector with individual prior inclusion
probabilities for each variable manually (see Options["psi"] on page 14), or we use the
theoretical prior model size (W) distribution®. We assume that the user specifies the expected
model size E(W) = W* € (0, K). Our BACE package will automatically calculate the prior
probabilities for all competitive models. This is a very convenient and flexible solution, similar
to approaches known from Fernandez et al. (2001).

In our BACE package, we provide two popular variants of model prior distributions (see Ley
and Steel 2009; Steel 2011; Zeugner and Feldkircher 2015; Forte et al. 2018; Steel 2020; Clyde
2023):

o Binomial (Forsyth 2018):

with corresponding prior model probabilities as
P(M,) = 9t (1 =) 7F, (5)

and expected model size E(W) = K1.

Note that, if we specify W* = %, which is the average number of potential independent
variables, then we obtain, 1y = 0.5, and, thus, the prior model probability distribution
is uniform. An example of model probabilities with the corresponding prior model size
distributions for K = 7 is shown in Figure 1a and Figure 1b.

o Beta-binomial (Wakefield 2013):

P(W = k) = (g)wz\m, (©)

where we assume that v follows a beta distribution with hyperparameters a and b, both
of which are greater than zero. This results in the following corresponding prior model

probabilities?*:
r k )T(K+b—k,) T b
(1) - D@t BTG +0- k) T(atb)
Lla+b+ k) ['(a)T(b)
with expected model size E(W) = K 4. Following Ley and Steel (2009), we use a = 1

and b = 1 as default setting. Note that, if we specify W* = %, then we obtain a
uniform prior distribution for the model size. An example of model probabilities with
the corresponding prior model size distributions for K = 7 is shown in Figure 2b and
Figure 2a.
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Figure 1: Prior model probabilities with associated prior model size for K =7 and W* = %,
when the model includes a constant term and the model prior is binomial.
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Figure 2: Prior model probabilities with associated prior model size for K = 7 and W* = %,

when the model includes a constant term and the model prior is beta-binomial.

Sometimes, in a regression model, we do not include a constant term® and it may occur when:

o All variables (including the dependent process) are centered. In such a case a user
should formulate the equation without constant.

o An intercept is treated as an ordinary variable, that is, it may be dropped during the
model selection procedure (see Krolzig and Hendry 2001; Blazejowski et al. 2020).

3Model size is defined as the number of included regressors in a model.
4We use the gamma, function here instead of the beta function because gretl provides the former but not

the latter.
5The inclusion of a constant term is controlled by the parameter Options["with_const"], see Section 3.1

for details.
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Figure 3: Prior model probabilities with an associated prior model size for K = 7 and

W* = %, when the model does not include a constant term — binomial case

In those two cases, the model space is reduced by one from 2% to 25 — 1 of possible combina-
tions by excluding the specification that consists of only a constant term. As a consequence,
we should reflect this in the modeling by using a truncated prior model size distribution.

Because we assume that the user defines only the expected model size E(W) = W* in our
package, we have to rescale the prior model size distribution so that it sums up to one and
has an expected value equal to W*. To do this, we have to find the root of the following
equation (see Atwood 1980; Tripathi, Gupta, and Gurland 1994):

E(W)

rar—o V=0 (7)

We solve Equation 7 numerically using gretl’s built-in fzero function. Note that, for edge
cases, that is, when W* =~ 0 or W* = K, the solution to Equation 7 may not exist. An example
of model probabilities with the corresponding prior model size distributions for K = 7 is shown
in Figures 3a-4b. Note that, for truncated model priors cases the x-axis starts at one, not
zero. That is, excluding a constant term may have a non-negligible impact on prior model
probabilities for certain specifications:

e In the case of a truncated binomial model prior, the model probabilities distribution
(Figure 3a) is not uniform, and the model size distribution is not symmetric (Figure 3b).

e In the case of a truncated beta-binomial model prior, the model size distribution is
not uniform (Figure 4b), and the model probabilities distribution is not symmetric
(Figure 4a).

To determine the significance of competing specifications across the model space, we utilize
the MC? sampling algorithm, originally developed by Madigan, York, and Allard (1995).
The MC? algorithm is one of the most widely used MCMC algorithms in many statistical
packages for model averaging, for example: Lamnisos, Griffin, and Steel (2013); Zeugner and
Feldkircher (2015); Raftery et al. (2026); Lucchetti and Pedini (2022).
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Figure 4: Prior model probabilities with an associated prior model size for K = 7 and

W* = %, when the model does not include a constant term — beta-binomial case

2.2. The bounded dependent variable models

In many practical applications, it is common to encounter phenomena with discrete or cen-
sored dependent variables. Our BACE package includes several models that can handle this
issue, including the most popular ones such as logit and probit models as well as their or-
dered specifications and multinomial logistic regression. The package also provides support
for Poisson regression, Tobit model, and interval regression. In all of these cases, the de-
pendent variable is dichotomous (i.e., taking the values zero or one), categorical, a count, or
censored. In the remainder of this subsection, we present the standard and popular models for
bounded dependent variable included in our BACE package, also discussed in Koop, Poirier,
and Tobias (2007); Hosmer and Lemeshow (2000); Winkelmann (2008); Verbeek (2018) and
Cottrell and Lucchetti (2023). We consider the following bounded dependent variable models:

1. Logit and probit models
They are two types of regression models commonly used to predict a binary dependent
variable. Logit (probit) models are based on the logistic (normal) distribution. Now,
let us consider a model of the form

ky
2=y @B + €, (8)
j=1
and
o 1 if >0
Yi=3 0 ifz <o,
where z;,7 = 1,..., N is an unobserved variable, while y; is binary observed data, z;; are
explanatory variables and [3; are regression coefficients in model M, for j =1,...,k,.

If {e;}Y, ud N(0,1), then we have a probit model.

In the next step, let us specify logit and probit models, where we consider Equation 8
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and the choice between L alternatives, numbered from 1 to L:

1 if g < z; < g
2 ifa1<zi§a2
Yi = .

L ifar, 1<z <ar,

where unknown «; are cut-points with ag = —o0, @1 = 0 and af, = co. Assuming that
€; is 7id and standard normal, we obtain the ordered probit model, whereas the logistic
distribution gives the ordered logit model.

The latest considered model of this kind is multinomial logistic regression. It is an
extension of logistic regression modeling for cases where the dependent variable is not
binary but can take the values m = 0,1,...,p and the categories are nominal, meaning
they do not have a natural order. The model can be written in the following form

.
Plyi=m|x;) = , m=1,23,...,p,
p T

1+ 375 exp (xi ,Bj)
1
Py =0]x;) =

1+ 38 exp (xiT,B]) 7

where x; is the vector of explanatory variables for observation 4, and f3,, are the regres-
sion coeflicients associated with category m.

2. Poisson regression
Poisson regression is a model used to predict count data occurrences, that is, a depen-

dent variable takes values m = 0,1,2,... from the Poisson distribution. Under this
assumption, the probability of the outcome variable y; conditional upon regressors is
given by:

exp{—A\i} A"

Pyi=m|x;) = -

where \; = exp(Z?’"zl xi; ;) in model M,..

3. Tobit model
The Tobit model is a type of regression model used to analyze censored data, which refer
to data with a lower or upper bound on the dependent variable. Consider the following
Tobit model (Type I) represented by unobserved dependent variable z; (Equation 8)
and two thresholds (Cottrell and Lucchetti 2023):

ayp for z; < aq,
yi =1 z for ag < z; < ag,
oy for z; > ao.

The most common specification is usually a; = 0 and as = oo. This implies that, at
zero, observations are censored from below; therefore, we do not observe any z; values
that are negative (Verbeek 2018). The error term ¢; is assumed to be 7id and follow a

o . . iid
normal distribution with mean zero and variance o2, {e;}¥; < N(0,0?).
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4. Interval regression
Another model available in the BACE package is the interval regression. It is similar
to the standard linear regression, but allows for the possibility of censoring some data
points owing to measurement limitations or other factors (Stewart 1983; Bettin and
Lucchetti 2012; Cottrell and Lucchetti 2023). In this case, we consider a data-generating
process with an unobserved dependent variable z; (Equation 8) and an observed interval
that contains this variable:
a; <z < A;.
The interval can also be left-unbounded, that is, c; = —o0, or right-unbounded, when

A; = co. In the case of a; = Aj;, all observations are point observations and the model
reduces to a linear regression model, which is also available in the BACE package®.

All of the aforementioned models are available in the BACE package. Through model aver-
aging analysis, it is possible to estimate regression parameters, identify the key determinants,
and make predictions.

2.3. Jointness measures

Another relevant issue that arises in model averaging is the identification of whether different
sets of two variables A and B are substitutes (negative jointness) or complements (positive
jointness). Following Hofmarcher, Crespo Cuaresma, Griin, Humer, and Moser (2018), we
can use a general contingency table (see Table 1) and easily calculate a number of bivariate
jointness measures considered in the literature. In the BACE package, we obtain:

o The jointness measure DW; € (—00, +00), first proposed in the Doppelhofer and Weeks
(2009):

DWl(A,B):ln<P P(AB | y) )

(Aly)P(Bly)

cU
=In({——F- ——,
((c+ d)(6+g)>

where P(AB | y) represents the sum of the posterior probabilities of those models that
contain both variables A and B, P(A | y) and P(B | y) are the PIPs of A and B.
This metric represents the joint inclusion in proportion to the product of the individual
inclusion probabilities associated with the variables. If DW] is positive, then variables A
and B appear together more often than expected based on their individual probabilities.
A negative value implies they appear together less often than expected, indicating a
substitution effect.

(9)

o An alternative variant DWy € (—o0,400) also proposed by Doppelhofer and Weeks

(2009):
y))
y) (10)

5Please note that, owing to the complexity of model specification, the interval regression model is only
available in script form.
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where P(AB | y) denotes the sum of the posterior probabilities of regression models
in which neither A nor B are included. Similarly, P(AB | y) corresponds to the sum
of the posterior probabilities of all models where variable A is excluded and B is in-
cluded. Finally, the probability P(AB | y) is defined analogously. DW, is defined as
the logarithm of the product of two posterior odds ratios. The first one represents the
posterior odds of including variable A when variable B is included, while the second one
is the posterior odds of excluding A when B is excluded. Positive values of DW5 suggest
that variables A and B exhibit a complementary relationship; when one is present, the
other is also likely to be present. Conversely, negative values indicate that they act as
substitutes, implying that if one variable is present, the other is likely to be absent.

The jointness statistics LS € [0, 1] presented in Ley and Steel (2007):

P(AB |y)

P(Aly)+P(B|y)-P(AB|y) (11)

c+d+g

LS (A, B) =

LS can be understood as the posterior odds ratio between models that include both
variables A and B versus models that include them individually. A high value of LS
indicates that variables A and B are complementary, frequently appearing together in
models. In contrast, lower values suggest a reduced probability of their joint occurrence,
indicating that they do not tend to coexist as strongly.

An additional LSy € [0,00), which is similar to LS; but incorporates the probability
of including one variable without the other as a normalizing factor (see Ley and Steel
2007):

- P(AB |y)
LS2(A7 B) - P(AE | y) + P(ZB | Y) (12)
T d+g

A value greater than 1 indicates that variables A and B occur together more often
than separately, reflecting a complementary relationship. Conversely, a value less than
1 suggests that A and B are less likely to occur together than separately, indicating a
substitution effect.

The measure St € (—o0, 00) proposed in Strachan (2009):

St(A,B) =P(A|y)P(B|y)ln < P|(AB ‘(29 | .V)>

B c—|—dc+gln<cU>
U U dg )"

St concentrates on the relevance of variables, achieved by modifying the LSs measure
and incorporating the posterior probabilities of both variables, adding sensitivity to the
sample size U. High values indicate a complementary relationship, whereas low values
suggest a substitution relationship.
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B B Total
A c d c+d
A g h g+h

Total c¢+g d+h c+d+g+h=U

Table 1: General contingency table for two binary variables.

o Yule’s Q measure (see Yule 1912):

_ P(AB)P(AB) — P(AB)P(AB)

YQ(A,B) = P(AB)P(ZE) + P(AE)P(ZB) (14)
_ ch—dg
 ch+dg’

Y@ can be interpreted as a transformation that maps DW5 onto the interval [—1,1].
Positive values indicate a positive joint relationship (complementarity), while negative
values signify a negative joint relationship (substitution).

o The last measure, modified Yule’s Q (MYQ € [—1,1]) proposed by Hofmarcher et al.

(2018):
1 1 1 1
+8) (=) (1) o+ )
MYQ = : : : : T (15)
I CHR TR

Hofmarcher et al. (2018) discusses desirable properties for jointness measures, includ-
ing definition, monotonicity, maximality, limiting behavior, and Bayesian confirmation.
Among the measures discussed above, only MY() satisfies all these conditions, and is,
therefore, the most appropriate measure of jointness. For this reason, we use this mea-

sure as the default in our package. MY is a regularized form of Y@, aiming to prevent
zero entries in the contingency table by supplementing the table with virtual counts.

We can assume the following classification of potential MY () jointness results: strong
negative jointness (strong substitutes) with values between —1 and —0.8, moderate neg-
ative, values between —0.8 and —0.3, near statistical independence with values between
—0.3 and 0.3, moderate positive jointness (moderate complements), values between 0.3
and 0.8, and strong positive jointness with values above 0.8.

3. Implementation in gretl

In this section, we will describe the basic idea of the BACE package. First, we will characterize
our code and explain the use of both the command line and the GUIs. Next, we will provide
some examples of how to use our package. Finally, we will show the outputs that are returned.

The BACE package was written in the hansl programming language (see Cottrell and Luc-
chetti 2022b for more information) and consists of 4 public and 15 private functions. The
name of each function in the BACE package starts with the prefix BACE_. The public functions
are BACE(), BACE_GUI(), BACE_Print (), and BACE_Plot ().
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To install BACE package, one should start gretl and go to File — Function packages —
On server. .. and select “BACE” from a list. Another possible option is to use either gretl’s
console or script editor and type:

pkg install BACE
or — assuming installation from local file:
pkg install /path/to/BACE.zip --local --quiet

where /path/to/ is an absolute or relative path to the BACE.zip archive.

3.1. BACEQ)

This is a core function of the package that runs and controls the main loop, and thus, a primary
interface to the BACE package, although it may also be called BACE_GUI(). The BACE()
function returns a gretl bundle’, containing posterior results and all necessary information to
print and/or plot results at any time. To print the results, one can call BACE_Print (), and
to plot graphs, one can call BACE_Plot (). The signature of the BACE() function is as follows:

function bundle BACE (list Y "Dependent variable",
list X_list "List of indenpendent variables (X)",
bundle Options[null])

The first two options are mandatory, while the last one is an optional set of additional
arguments®. These arguments are defined by the following default values. Note, that some of
the abovementioned parameters are over-loadable, that is, their value may be passed either as
an integer or as a string (case-insensitive). These parameters are: bic_type, model_prior,
with_const, do_joint, data_trans, and model_type):

string Options["model_type"] = "linear": The type of model that should be applied
to the data; possible options are: 1-linear, 2-logit, 3—probit, 4—poisson, 5-tobit, 6—-intreg,
T—mlogit.

scalar Options["bic_type"] = 2: The version of BIC that should be used; possible values
are: 1-bic, 2-hbic, 3-ibic, 4-ebic (see Equations 2-3).

scalar Options["model_prior"] = 1: The prior model size distribution to use; possible
values are: O-none, 1-binomial, 2-beta-binomial (see Equations (4) and (6)), 3—custom (see
the Options["psi"] parameter).

matrix Options["psi"] = {NA} or scalar Options["psi"]: Column or row vector with

individual prior inclusion probabilities for each variable (names of variables are required); if

"A gretl bundle is a collection of gretl’s regular objects, including other bundles. For more information,
please refer to Cottrell and Lucchetti (2023).

8Note that, in the case of the intreg estimator, the Y list must contain two series with minvar and maxvar
(left and right bounds, respectively).
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scalar Options["psi"] is provided, then the given value is assigned to all variables. Note
that if the user sets ‘Options["model_prior"] = 3’ without specifying any Options["psi"],
then the default value will be chosen, i.e., scalar Options["psi"] = 0.5.

scalar Options["a"] = 1: Beta-binomial distribution Hyperparameter (see Equation 2.1).

scalar Options["with_const"] = 1: The inclusion of a constant term in each estimated
model; possible values are: 0-Never (without constant), 1-Always (constant is always in-
cluded), 2-Can be dropped (constant may be dropped).

scalar Options["avg_model_size"] = avg_model_size_tmp: The expected prior model
size W* as defined on page 6, where scalar avg_model_size_tmp is calculated according to
the following formula:

K/2 if with_const != 2,

(K +1)/2 elsewhere, (16)

avg_model_ size_tmp = {

and K stands for the number of independent variables®.

scalar Options["data_trans"] = 0: The transformation of explanatory variables; possible
options are: 0-none, l—centering (i.e., subtracting the mean from each value of a variable),
2-standardizing (centering a variable and additional dividing by its standard deviation).

scalar Options["do_joint"] = 0: The type of jointness analysis; possible values are: 0-
none, 1-DW1 (Doppelhofer-Weeks Measure 1), 2-DW2 (Doppelhofer-Weeks Measure 2), 3—
LS1 (Ley-Steel Measure 1), 4-LS2 (Ley-Steel Measure 2), 5-SM (Strachan Measure), 6-YQ
(Yule’s Q Measure), 7-YQM (Modified Yule’s Q Measure) (see Section 2.3).

scalar Options["alpha"] = alpha_tmp: The significance level for the initial model, where
scalar alpha_tmp takes the following values:

1.0 if model_type = "intreg",

0.6 elsewhere, (17)

alpha tmp! = {
where model_type = "intreg" specifies interval regression.

scalar Options["Nrank"] = 5: The number of top-ranked models to be printed, as de-
scribed on page 23.

scalar Options["Npredict"] = 0: The number of out-of-sample forecasts (note, that using
this option makes BACE package to perform an analysis on subsample).

scalar Options["y_lag"] = 0: Defines the lag order of the dependent variable used in

dynamic models.

scalar Options["gamma"] = 0.5: The hyperparameter for prior-based BIC; (see Equa-
tion 3).

°Tf the model includes lagged depended variable then avg_model_size_tmp is increased by y_lag/2.
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scalar Options["binary_threshold"] = 0.5: This hyperparameter is applicable only in
models for binary-dependent variables; it indicates the lowest probability for which ¢; should
be considered as 1.

scalar Options["low"] = 0: This option is applicable only for the Tobit model; it controls
the -11imit flag of the Tobit model, which sets the left bound in censoring.

scalar Options["high"] = NA: Applicable only for Tobit model; this option controls Tobit’s
-rlimit flag for setting right bound in truncation.

scalar Options["Nrep"] = Nrep: The total number of Monte Carlo iterations (model draws)
in MC? algorithm, where scalar Nrep takes the following values:

10 if K <15,
Nrep = ¢ 10° if K € [16;19], (18)
106 if K > 20;

scalar Options["burn"] = 10: percentage of burn-in draws in MC3.

scalar Options["verbosity"] = 2: Verbosity of the output: 0-suppress any output, 1-
basic results, 2—full results; this option controls what is printed as output by BACE package
(see Section 4.1 for details): if set to 2, all possible results are printed, and, if set to 1, printing
of the initial model and models in ranking is suppressed.

scalar Options["show_progress"] = do_show_progress: This controls whether the over-
all progress is shown, where scalar do_show_progress takes the following values:

if $sysinfo["gui_mode"],

0 elsewhere, (19)

do_ show_progress = {

where $sysinfo["gui_mode"] indicates operation in GUI mode.

scalar Options["do_plot"] = do_plot_tmp: This option controls whether to produce
graphs as described on page 25, where scalar do_plot_tmp takes the following values:

1 if $sysinfo["gui_mode"]
do_plot tmp = - ’ 2
o—prot _tmp { 0 elsewhere, (20)
where $sysinfo["gui_mode"] indicates operation in GUI mode.
scalar Options["plotspec"] = "" (an empty string): This parameter controls the way

plots are created and takes the following values:

1. "display": This is redundant in GUI usage, but enables the sending of plots to the
screen when running gretlcli.
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gretl: BACE 3.11

BACE
Select arguments:
Modeltype | logit
Dependent variable (series)
List of independent variables (X) (list)
Constant in model | Always
Model prior | Binomial
Bayesian information criterion = HBIC
Jointness analysis = None

Verbosity | 2 >

Show overall progress v
Plot graphs? v

i Help + Apply @ Close

v 0K

Figure 5: The BACE GUI window.
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2. “<prefix>.<sfx>": The <prefix> part is the user’s decision, as long as it is valid as a
component of a filename. The <sfx> part must be either “plt” for a gnuplot!? script or

a suffix associated with a gnuplot terminal type known to gretl: “png

“emf”, “Svg” or “html”.

3.2. BACE_GUI()

pdfﬂ’ (4eps7 ,

)

Instead of using the script method, another option to utilize the BACE package is through its
GUI. Assuming that the package is already installed, to access the GUI, one should navigate
to File — Function packages — on the local machine, and select “BACE.” Figure 5 presents

the BACE GUI window with default settings.

The BACE_GUI () function is a wrapper for the BACE() function, and its signature is as follows:

function bundle BACE_GUI (
int model_type[1:5:1] "Model type" {"logit", "probit",
"mlogit", "poisson", "tobit", "linear"},

series Y "Dependent variable",

list X_list[null] "List of independent variables (X)",

int with_const[0:2:1] "Constant in model" {"Never",
"Always", "Can be dropped"},

int model_prior[0:2:2] "Model prior" {"none",
"Binomial", "Beta-Binomial"},

int bic_typel[1:4:2] "Bayesian information criterion"
{"BIC", "HBIC", "IBIC", "EBIC"},

10See http://www.gnuplot.info/ for additional information.
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int do_joint[0:7:0] "Jointness analysis" {"None",
"Doppelhofer-Weeks Measure (DW1)",
"Doppelhofer-Weeks Measure (DW2)",
"Ley-Steel Measure (LS1)", "Ley-Steel
Measure (LS2)", "Strachan Measure (SM)",
"Yule's Q Measure (YQ)", "Modified Yule's Q
Measure (MYQ)"},

int verbosity[1:2:2] "Verbosity",

bool show_progress[1] "Show overall progress",

bool do_plot[1] "Plot graphs?")

Please note that, as BACE_GUI() is designed to be a wrapper to BACE(), it does not offer
an option to set all possible package parameters. This is partially because some of them are
mutually exclusive and partially because we want to design a GUI that is not too complicated.

3.3. BACE Print()

BACE_Print () is a function for printing the results of the analysis performed by the BACE
package, and its signature is as follows:

function void BACE Print (bundle *MODEL)

This function takes, as an argument, a reference to the bundle MODEL with package results
and prints information according to the verbosity settings. A detailed description of what
is printed as output can be found in Section 4.1.

3.4. BACE_Plot()

BACE_Plot () is a function for producing graphs, and its signature is as follows:
function void BACE_Plot (const bundle *MODEL)

This function takes, as an argument, a reference to the MODEL bundle with results and
plots graphs according to the do_plot setting, which includes the prior model probabili-
ties, model size distributions (prior and posterior), cumulative distribution function (CDF)
of model size, predictive results (if forecasts are generated), and two heatmaps with variable
inclusions and jointness results. In a non-GUI mode (when $sysinfo["gui_mode"]! ==
0), plots are generated as scripts for the gnuplotprogram and saved on a disk in the path
specified under $workdir entry. Names of generated files are either specified by user with
Options["plotspec"] or have their base set to strftime ($now[1], "%Y/m%d%HLMAS"). Ex-
ample graphs are presented on Figures 6-8.

4. Usage of the BACE package

As an example of the usage of BACE package, we employ the so-called NELS dataset used in
Hill, Griffiths, and Lim (2017), which concerns a longitudinal study on eight-grade students
in USA!. Table 2 includes the basic characteristics of this dataset.

"This dataset is available at http://www.principlesofeconometrics.com/poe5s/poebdata.html. It is also
available for gretl, thanks to the work of Lee Adkins: http://www.learneconometrics.com/gretl/.
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Variable Definiton
1 if first postsecondary education was no college

psechoice = {2 if first postsecondary education was a 2-year college
3 if first postsecondary education was a 4-year college

hscath = 1 if catholic high school graduate

hsrural = 1 if high school rural

grades = average grade in math, english and social studies on 13 point
scale with 1 = highest

faminc = gross 1991 family income (in $1000)

famsiz = number of family members

parsome = 1 if most educated parent had some college, but not a 4-year
degree

parcoll = 1 if most educated parent graduated from college or had an
advanced degree

female = 1 if female

asian = 1 if asian

hispan = 1 if hispan

black = 1 if black

grants = 1 if student had a grant/scholarship or fellowship when
attending college

loans = 1 if student received a loan while attending college

Source: http://www.principlesofeconometrics.com/poe5/data/def/nels.def

Table 2: NELS dataset variable definition.

We assume an analysis for an ordered probit model for psechoice with default values of the
package parameters. The only non-default setting will be jointness analysis using an MYQ

measure (Equation 15). A very minimal code would be as follows'?:

include BACE.gfn

open nels.gdt --frompkg=BACE --quiet
set seed 1000000

list X = 2..14

res = BACE(psechoice, X, _(model_type = "probit", do_joint = "myq", \
do_plot = 1, plotspec = "NELS.png"))

The main interface to the BACE package is the BACE() function described in Section 3.1.
Calling this function is possible from both the script and command line window, just after
loading the package via the include command.

The example above consists of five lines and is self-explanatory. In the first line, we load the
BACE package (using the include command). In the second line, we call the open command
to load the NELS dataset from the nels.gdt file. The third line contains the definition of

12The reported chain (10,000 replications with 10% burn-in draws) took = 5.2 seconds of CPU time on a
PC with Intel Core i7-8550U CPU @1.80GHz and 16 GB RAM running on Debian trixie/sid GNU/Linux. We
used gretl 2024d compiled by GCC 14.2.0 and linked against OpenBLAS 0.3.28. The seed for RNG was set to
1000000.
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seed for the pseudo-random number generator. In the fourth line, we define gretl’s 1list X,
which includes independent variables with IDs between 2 and 14. Finally, the fifth line defines
a BACE modeling of the student’s college type choice in the USA with two parameters set
explicitly (i.e., values of the remaining parameters are set to their defaults, as described on
page 14). Note that switching between the binary and ordered probit is automatically done
by gretl according to the type of the depended variable. The results will be saved in the res
bundle.

4.1. Output

The output from the BACE package can be split into two parts: printed text produced by the
BACE_Print () function, where the summary and posterior results are presented, and plotted
graphs returned by the BACE_Plot () function. Both functions are described in Sections 3.3
and 3.4. The printed output window consists of several important sections, such as the
initial settings and basic summary of random sampling, an initial (starting) model estimates,
posterior results—summary of the most common model averaging metrics, jointness measures,
and estimates for the top models.

When you run the script with the initial set, one of the first pieces of information returned
is a short summary of settings, along with basic information about the results of the Monte
Carlo experiment. The first part of the printed results is as follows:

Model type: ordered probit

Constant type: Never (with cut points)
Prior: Binomial

Prior average model size: 6.500000
Significance level for the initial model: 0.600000
Bayesian information criterion used: HBIC
Data transformation: none

Total number of iterations: 10000

Number of burn-in draws: 1000

Total number of possible models: 8192
Number of models visited: 106

Number of models accepted: 12

The results printed above are fairly self-explanatory, but a few additional comments should
be added:

e For the Tobit model, two additional lines are printed below, Model type: left bound
and right bound with values of low and high limits, respectively.

o If we use the EBIC, an additional line will be printed below the Bayesian information
criterion used, which is the Hyperparameter for EBIC (gamma) with the value of
the v parameter used in the simulation.

o For binary logit or probit models, an additional line is printed below the Data trans-
formation, that is, the Threshold for binary dependent variable, with the mini-
mum value for which the dependent variable takes a value of 1 (default 0.5).
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[43

If we run BACE package with either “random” or “without” a constant term, two
additional lines may be printed below the Total number of iterations: Number of
rejected draws and Effective number of iterations. This is because, in these
cases, an empty model does not exist. If we have such a specification drawn in an MC3
simulation, it must be rejected (we cannot implicitly exclude empty specifications from
the model space in our drawing schema).

If the BACE package encounters missing values in a dataset, a line Original number
of observations (with missing) is printed at the bottom of the summary.

The default verbosity option is set to 2, so the results of the initial model estimation are
printed. For the NELS example, the initial model is as follows:

The initial model: ordered probit, dependent variable: psechoice

coefficient std. error z p-value

hscath 0.348616 0.0664749 5.244  1.57e-07 %%
hsrural -0.187616 0.0352009 -5.330 9.83e-08 *x*x
grades -0.229958 0.0082580 -27.85 1.18e-170 ***
faminc 0.007826 0.0005200 15.05 3.40e-51 *xx
famsiz -0.051015 0.0120154 -4.246  2.18e-05 k%
parsome 0.323895 0.0401926 8.059  7.72e-16 **x*
parcoll 0.684446 0.0487883 14.03 1.04e-44 **x*
asian 0.102519 0.0623079 1.645 0.0999 *

hispan 0.153188 0.0545347 2.809 0.0050 KoKk
black 0.261885 0.0575335 4.552 5.32e-06 *xx
grants 0.792064 0.0403978 19.61 1.36e-85 **x
loans 1.094110 0.0524522 20.86 1.26e-96 **x*
cutl -1.679480 0.0921332 -18.23 3.05e-74 *xx
cut2 -0.523737 0.0902467 -5.803 6.50e-09 **x

The output contains typical information regarding model estimates, including coefficients,
standard errors, z-score, and corresponding p values. In some cases, the results for the initial
model may be extended with additional information:

For a Tobit model case, lines indicating the number of left- and/or right-censored ob-
servations are printed.

For an intreg model, lines indicating the number of left- and right-unbounded, bounded,
and point observations are printed.

For models with a censored dependent variable, the results of the normality test are
displayed.

For a multinomial logit case, the output in starting model is multiplied as many times
as the number of categories of dependent variable minus one.

One of the first pieces of information displayed about posterior results is prior and posterior
model size distributions; for an NELS example, that will be:
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Prior:
average model size: 6.500000
standard deviation: 1.802776
Posterior:
average model size: 10.669444
standard deviation: 0.616946

Note that, if we use the EBIC, additional lines labeled Effective Prior are displayed,
showing the moments of the effective prior model size distribution calculated as a combination
of the model_prior specified by the user and the model prior implicitly included in the EBIC.

The next step displays the basic characteristics associated with evaluating the parameters
and related variables in the model averaging approach.

Posterior moments (unconditional and conditional on inclusion):

PIP Mean Std.Dev. Cond.Mean Cond.Std.Dev.

loans 1.000000 1.089940 0.052477 1.089940 0.052477
grants 1.000000 0.795618 0.040526 0.795618 0.040526
hsrural 1.000000 -0.199081 0.035075 -0.199081 0.035075
grades 1.000000 -0.229805 0.008307 -0.229805 0.008307
faminc 1.000000 0.007751 0.000521 0.007751 0.000521
parsome 1.000000 0.325907 0.040200 0.325907 0.040200
hscath 1.000000 0.341645 0.066409 0.341645 0.066409
parcoll 1.000000 0.690291 0.048639 0.690291 0.048639
black 0.997444 0.244174 0.059340 0.244799 0.058113
famsiz 0.997000 -0.047954 0.012243 -0.048099 0.011975
hispan 0.563000 0.080988 0.082168 0.143852 0.054306
asian 0.078222 0.007461 0.031069 0.095381 0.062885
female 0.033778 -0.000252 0.006072 -0.007455 0.032215

The main output includes typical model averaging metrics: PIP (posterior inclusion proba-
bilities), Mean and Std.Dev. (the average of the posterior means and standard deviations of
parameters), as well as Cond.Mean and Cond.Std.Dev. (the posterior mean and standard
deviation of each coefficient, conditional on the variable being included in the model). In
a multinomial logit case, the posterior results are printed as many times as the number of
categories of dependent variable minus one.

In ordered probit and logit models, the values of the cut-points are also printed. In the model
averaging approach, we have their average estimates based on the total model space.

Mean Std.Dev.
cutl -1.685922 0.092787
cut?2 -0.530911 0.090890

Next, we print a CDF-like table showing the probabilities associated with the models.

Posterior probability of models:
Best 5 models account for 0.9746 of mass
Best 6 models account for 0.9877 of mass
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Best 7 models account for 0.9929 of mass
Best 8 models account for 0.9953 of mass
Best 9 models account for 0.9972 of mass
Best 12 models account for 1.0000 of mass

We also print the rankings of the models, along with the Pearson coefficient calculated for
the list based on both the analytical and numerical probabilities of the models. In the case
of NELS, this would be:

Best models ranking:

Model 1: 0.496889
Model 2: 0.392333
Model 3: 0.045000
Model 4: 0.026444
Model 5: 0.013889

Total probability of the models in ranking (numerical): 0.974556

Correlation coefficient between the analytical
and numerical probabilities of the above models: 0.953527

We return the importance of the “best models” within the entire model space by ranking
them based on MCMC sampling. High correlation indicates the convergence of the Monte
Carlo chain (Koop 2003; Ferndndez et al. 2001). The “exact” posterior model probabilities
are calculated from approximations 2-3.

For logit and probit models, we also obtain the so-called contingency matrix, which is a table
for evaluating the performance of a classification model. In this case, it offers a concise sum-
mary, thereby enabling us to evaluate the accuracy of our model’s prediction of psechoice.
We collect individual results and calculate all combinations of predicted and actual values
based on the total model space. The computation of the contingency matrix for BACE does
not differ significantly from its calculation for a single specification. Initially, following the
standard approach, we compute the probability of individual ¢ based on characteristics x;
(Cottrell and Lucchetti 2023, Chapter 38). In the second step, we average these probabilities
using the posterior probabilities of the computed models. Therefore, the final classification is
based on the averaged probabilities, incorporating the explanatory strength of the competing
specifications.

Contingency table (actual in rows, predicted in columns):

1 2 3

1 896 376 123
376 610 815

3 128 500 2825

Number of cases 'correctly predicted' = 4331 (accuracy 65.1%)

The joint probability and jointness analysis for the current example should appear as follows:
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Posterior joint probability of variables:

hscath hsrural grades faminc

hscath 0.000000 1.000000 1.000000 1.000000
hsrural 1.000000 0.000000 1.000000 1.000000
grades 1.000000 1.000000 0.000000 1.000000
faminc 1.000000 1.000000 1.000000 0.000000
famsiz 0.997000 0.997000 0.997000 0.997000
parsome 1.000000 1.000000 1.000000 1.000000
parcoll 1.000000 1.000000 1.000000 1.000000
female 0.033778 0.033778 0.033778 0.033778
asian 0.078222 0.078222 0.078222 0.078222
hispan 0.563000 0.563000 0.563000 0.563000
black 0.997444 0.997444 0.997444 0.997444
grants 1.000000 1.000000 1.000000 1.000000
loans 1.000000 1.000000 1.000000 1.000000

Jointness statistics (Modified Yule's Q Measure (MYQ)):

hscath hsrural grades faminc

hscath nan 1.000000 1.000000 1.000000
hsrural 1.000000 nan 1.000000 1.000000
grades 1.000000 1.000000 nan 1.000000
faminc 1.000000 1.000000 1.000000 nan
famsiz 0.994000 0.994000 0.994000 0.994000
parsome 1.000000 1.000000 1.000000 1.000000
parcoll 1.000000 1.000000 1.000000 1.000000
female -0.932444 -0.932444 -0.932444 -0.932444
asian -0.843556 -0.843556 -0.843556 -0.843556
hispan 0.126000 0.126000 0.126000 0.126000
black 0.994889 0.994889 0.994889 0.994889
grants 1.000000 1.000000 1.000000 1.000000
loans 1.000000 1.000000 1.000000 1.000000

As mentioned in Section 2.3, jointness determines whether two variables act as substitutes (the
presence of one variable tends to be associated with the absence of the other), complements
(the existence of one variable tends to be associated with the presence of the other), or
exhibit no specific relationship. As an example, based on the modified Yule’s Q jointness
statistics (Equation 15), the variable grades in the NELS data shows a very strong positive
association in a complementarity sense with several variables (hscath, hsrural, faminc,
parsome, parcoll, grants, loans and famsiz), and strong negative associations (substitutes)
with female and asian. It also exhibits a strong complementarity with black and near
statistical independence with hispan.

In the final step, the output provides MLEs for the top estimated models; inferences for the
model coefficients in the columns labeled coefficient, std. error, z-score, and p-value;
and the type of information criterion used (in this case, HBIC) and the explanatory power
(represented by the posterior probability).
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Best specifications (MLE estimates for ordered probit model):

Model 1: HBIC: 9951.109701, posterior probability: 0.496889

coefficient std. error z p-value
hscath 0.342363 0.0663763 5.158  2.50e-07 **¥x
hsrural -0.196331 0.0348047 -5.641 1.69e-08 *x*x
grades -0.230822 0.00824167 -28.01 1.34e-172 *x**
faminc 0.00779033  0.000519056 15.01 6.44e-51 *xxx
famsiz -0.0486772 0.0119287 -4.081 4.49e-05 xxx
parsome 0.324538 0.0401778 8.078 6.61le-16 **x*
parcoll 0.691747 0.0485812 14.24 5.26e-46 **x*
hispan 0.142987 0.0541898 2.639 0.0083 *%k
black 0.253508 0.0573135 4.423 9.73e-06 *xx
grants 0.792533 0.0403953 19.62 1.05e-85 **x
loans 1.09204 0.0524286 20.83 2.36e-96 xxx
cutl -1.68766 0.0919971 -18.34 3.64e-75 kkx
cut2 -0.532211 0.0900970 -5.907  3.48e-09 *k*x*

The structure of the results shown may vary slightly depending on the type of model and
settings of the package parameters.

As stated at the beginning of this section, the BACE package not only provides a printed
summary of the results but also includes graphs that serve as supplementary visual summaries.
Those include the prior model probabilities, as well as the prior and posterior number of
independent variables in each candidate model.

Figure 6 shows the prior model probabilities and model size distributions in NELS, respec-
tively. In this case, we employ a binomial distribution ("model_prior" = 1) with a default
prior average model size (W* = 1—23 = 6.5), which, as noted in Section 2.1 yields a uniform
distribution for all combinations of explanatory variables (the graph on the panel 6a). Ev-
idently, the assumption of uniform distribution focuses on combinations consisting of six or
seven explanatory variables as being the most likely a priori (panel 6b). The analysis also
shows that under these assumptions, the data indicate that the most likely models consist of
10, and further down, 11 independent variables; additionally, combinations consisting of 8 or
less elements are highly improbable.

The Figure 7 shows the cumulative model probabilities for an NELS example, where the output
represents the accumulated probability of all models up to a certain point in the ranking. It
is evident that the top five ranked models account for over 90% of the total probability in the
model space.

The final two Figures 8a—8b depict a heatmap of jointness analysis and highlight the explana-
tory variables identified in the top five most probable models. In the current example, the
jointness analysis employs the default measure, MYQ (Equation 15). Evidently, we find high
complementarity between the most relevant variables. However, two variables (female and
asian) are strongly substitutable for the others and rarely appear together in the most likely
models.
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Figure 6: Model probabilities and model size distribution for the NELS example.
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Figure 7: Cumulative model probabilities.
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Figure 8: Jointness analysis and variable inclusions in the top models.



28 BACE: Model Averaging in Bounded Dependent Variable Models in gret!

4.2. Alternative ways to call the BACE() function

The abovementioned way of calling the BACE() function is not the only one possible in gretl'3.

Alternatively, we can use an option bundle to define package parameters!?:

bundle opts
opts["model_type"] = "probit"

opts["do_joint"] = "myq"
res = BACE(psechoice, X, opts)

On the contrary, the corresponding “big call,” that is, setting all possible parameters manually,
would be as follows:

bundle opts = defbundle("model_prior", 1, "avg_model_size", 6.5, \
"alpha", 0.6, "Nrank", 5, "do_joint", 7, "Npredict", 0, "Nrep", 10000, \
"burn", 10, "verbosity", 2, "show_progress", 1, "do_plot", 1, \
"model_type", 3, "with_const", 0, "bic_type", 2, "data_trans", 0, \
"gamma", 0.5, "binary_threshold", 0.5, "low", NA, "high", 0, \
"psi", {NA})

res = BACE(psechoice, X, opts)

or alternatively with the new syntax for creating bundle on-the-fly:

res = BACE(psechoice, X, _(model_prior = 1, avg model_size = 6.5, \
alpha = 0.6, Nrank = 5, do_joint = 7, Npredict = 0, Nrep = 1074, \
burn = 10, verbosity = 2, show_progress = 1, do_plot = 1, \
model_type = 3, with_const = 0, bic_type = 2, data_trans = 0, \
gamma = 0.5, binary_threshold = 0.5, low = NA, high = 0, psi = {NA}))

As some parameters in option bundle are over-loadable (see information in Section 3.1), the
equivalent call looks like this:

res = BACE(psechoice, X, _(model_prior = "binomial", avg_model_size = 6.5, \
alpha = 0.6, Nrank = 5, do_joint = "myq", Npredict = 0, Nrep = 1074, \
burn = 10, verbosity = 2, show_progress = 1, do_plot = 1, \

model_type = "probit", with_const = '"never", bic_type = "hbic", \
data_trans = "none", gamma = 0.5, binary_threshold = 0.5, low = NA, \

high = 0, psi = {NA}))

Note that, as we are using an ordered probit model here, some of the options mentioned above
are redundant and as such are not even considered. Those are

o gamma, used only for EBIC (Equation 3),
e binary_threshold, used only for binary logit or probit models,

e low and high, used only for Tobit model.

13 All four methods described below one can find in oprobit_bace.inp in replication material.
1We assume that the first four lines from the initial script on page 19 remain unchanged in consecutive
examples.
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Suppose we want to calculate Ley—Steel’s LS2 measure instead of the already computed MYQ
measure. Because the type of jointness measure is controlled by the do_join field in the result
bundle, we only need to set the value of do_join to 4 (or “Is2”) and produce the results again.
The code should be as follows:

res["do_joint"] = 4
BACE_Print (&res)
BACE_Plot (&res)

Note that not all the analyses above may be performed via the GUI. However, since it is only
an alternative method, it does not provide an option to set all possible package parameters.
See Section 3.2 for details.

5. Empirical illustration and speed of calculation

In this section, we will demonstrate the BACE package through two popular empirical appli-
cations: logistic and Poisson regression. To compare the accuracy and computational speed
of our package, we consider open and well-known datasets. As a benchmark, we investigate
the results of four model averaging packages, where some specifications with a bounded de-
pendent variable are considered: ParMA by Lucchetti and Pedini (2022), BMA by Raftery
et al. (2026), mlogitBMA by Sevéikova and Raftery (2024), and BAS by Clyde (2023). All
scripts necessary to replicate these results are provided in the replication materials, located
in the “models” folder.

5.1. Logistic regression example

For the first case, we consider logistic regression for binary data. In this example, we use the
bithwt dataset presented in Hosmer and Lemeshow (2000), which consists of 189 births with
8 risk factors associated with a dummy variable low for low infant birth weight. We consider
the following risk determinants: age — mother’s age, 1wt — mother’s weight, race — mother’s
race, smoke — smoking status, ptl — number of previous premature labours, ht — history of
hypertension, ui — presence of uterine irritability, and ftv — number of physician visits'®.

Suppose we want to perform logit model analysis using BACE package for the bithwt dataset.
The gretl script is as follows!S:

set verbose off
set seed 1000000
include BACE.gfn
open birthwt.gdt --frompkg=BACE --quiet

# We specify list of explanatory variables
list X = age 1wt Drace_2 Drace_3 smoke ptl ht ui ftv

We convert the categorical variable race into dummy variables and drop Drace_1, that is,
race = 1 due to the collinearity problems. Then, we have nine determinants, which leads to

15This dataset is available on the R data archive, https://rdrr.io/cran/MASS/man/birthwt.html.
16When typing open without full path, gretl searches the file of interest in some relevant paths starting with
what is defined under $workdir. See Cottrell and Lucchetti (2022a) for details.
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29 = 512 possible model combinations. In the final step, we perform model sampling via the
main BACE() function with the hbic criterion and without any explicit assumptions on the
model prior:

BACE(low, X, _(model_type = "logit", model_prior = "none", bic_type = "hbic"))
The BACE package gives a result as below:

Posterior moments (unconditional and conditional on inclusion):

PIP Mean Std.Dev. Cond.Mean Cond.Std.Dev.

const 1.000000 0.391951 1.318238 0.391951 1.318238
ht 0.819889 1.459381 0.940639 1.779974 0.713110

lwt 0.805111 -0.013392 0.009196 -0.016634 0.007148
smoke 0.651111 0.542924 0.518619 0.833843 0.412924
Drace_2 0.616444 0.660409 0.670617 1.071319 0.537898
ui 0.538000 0.459724 0.540310 0.854506 0.453086

ptl 0.527444 0.345582 0.412241 0.655201 0.345451
Drace_3 0.487444 0.380067 0.510129 0.779712 0.471444
age 0.235667 -0.009026 0.023901 -0.038299 0.036096

ftv 0.172000 -0.003230 0.071569 -0.018776 0.171719

Based on the presented results, the considered determinants can be divided into three groups:
high-probability factors (ht, lwt) with PIP > 2/3, medium-probability factors (smoke,
Drace_2, ptl, ui, Drace_3) with 1/3 < PIP < 2/3, and the remaining variables (age,
ftv) with low probability (PIP < 1/3). The contingency table below indicates an estimation
accuracy of 72.5%.

Contingency table (actual in rows, predicted in columns):

0 1

123 7

1 45 14
Number of cases 'correctly predicted' = 137 (accuracy 72.5%)

In the last step, we compare the results obtained from BACE package with those from the
three others that also provide estimations of the logistic regression model. The results are
presented in Table 3 and Table 4, which report the PIPs and coefficient estimates of the

regressors calculated in the BACE, ParMA, BMA, and BAS packages with the following
entries:

ParMA: strings vname = varnames(X), string modeltype = "logit",
bundle param = null, param.mpi = 1, param.seed = 1000000,
param.center = 0, n_iter = 9000, burn_in = 1000;

BMA: set.seed(1000000), strict = FALSE, OR = 20, glm.family = "binomial",
factor.type = FALSE;

BAS: set.seed(1000000, kind = "Mersenne-Twister"),
family = binomial(link = "logit"), method = "MCMC",
MCMC.iterations = 10000, laplace = TRUE.
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) BACE ParMA BMA BAS
Variable PIP
const 1.000 1.000 1.000 1.000
ht 0.772 0.772 0.675 0.228
lwt 0.811 0.811 0.694 0.240
smoke 0.715 0.715 0.369 0.181
Drace_2  0.597 0.597 0.245 0.150
ptl 0.547 0.547 0.423 0.209
ui 0.512 0.512 0.296 0.159
Drace_3  0.577 0.577 0.167 0.137
age 0.228 0.228 0.089 0.142
ftv 0.152 0.152 0.014 0.058
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Table 3: Comparison of posterior inclusion probabilities (PIPs) among the BACE, ParMA,
BMA, and BAS packages for the logit regression model.

. BACE ParMA BMA BAS
Variable Mean SD Mean SD Mean SD Mean SD
const —0.247 0.835 —0.247 0.835 0.405 1.319 —0.433 0.923
ht 1.320 0.969 1.320 0.969 1.195 1.017 0.384 0.783
lwt —0.010 0.007 -0.010 0.007 -0.012 0.010 -—0.004 0.008
smoke 0.647 0.532 0.647 0.532 0.284 0.442 0.147 0.357
Drace 2 0.671 0.716 0.671 0.716 0.242 0.495 0.159 0.432
ptl 0.376 0.445 0.376 0.445 0.306 0.419 0.141 0.317
ui 0.450 0.556 0.450 0.556 0.264 0.473 0.132 0.352
Drace 3 0.496 0.547 0.496 0.547 0.126 0.341 0.104 0.311
age —0.006 0.019 -0.006 0.019 -0.004 0.017 -0.003 0.015
ftv —0.003 0.069 —0.003 0.065 —0.001 0.021 0.001 0.042

Table 4: The posterior estimates (mean and standard deviation) of logit model coefficients
from the BACE, ParMA, BMA, and BAS packages.

Based on the presented results, the top three most probable variables are the same as those
selected by ParMA, which are ht, 1lwt, and smoke. The results obtained from BACE and
ParMA are strongly similar despite being based on different statistical frameworks and model
assumptions. The exception is constant, which is probably due to the slightly different spec-
ification of the model. The situation is somewhat distinct in the cases of BMA and BAS,
where the three most likely variables are ht, 1wt, and ptl. The BAS output is much more
conservative, producing significantly lower PIP values for all explanatory variables.

To evaluate the effectiveness of the considered packages, we additionally compared the con-
tingency matrices generated by the logistic regression model. The results, which can be found
in Table 5, include the numbers of correct and incorrect predictions, as well as accuracy as
a measure of comparison. Accuracy is defined as the ratio of correct predictions to the total
number of cases considered. Based on the results, BACE and ParMA show comparable ac-
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Method Actual Predicted Accuracy

0 1
BACE (1) 1?1? 1i 74.1%
puna 0B 5 oy
a0
pas 021 g

Table 5: Contingency table from the logit model for the BACE, PARMA, BMA, and BAS
packages.

curacies, both at 74% and 73% respectively, whereas the remaining methods display slightly
lower values.

5.2. Poisson regression example

In the second example, we consider the Poisson regression for the rac3d dataset, originally
used in Cameron and Trivedi (1986, 2013). We use the Poisson model to predict the number
of doctor visits (DVISITS) based on selected explanatory variables, which include: SEX (one if
female, zero otherwise), AGE (in years divided by 100), AGESQ (AGE squared), INCOME (annual,
in tens of thousands of dollars), LEVYPLUS (one if private insurance, zero otherwise), FREEPOOR
(one if free government insurance due to low income, zero otherwise), FREEREPA (one if free
government insurance due to old age, etc., zero otherwise), ILLNESS (number of illnesses),
ACTDAYS (number of days of reduced activity), HSCORE (health questionnaire score, high score
means bad health), CHCOND1 (one if chronic condition(s) but not limited in activity, zero
otherwise), and CHCOND2 (one if chronic condition(s) and limited in activity, zero otherwise).
The rac3d dataset used in this example consists of n = 5190 observations and 12 explanatory
variables, resulting in 22 = 4096 possible model combinations'”. A similar example was
previously considered by Lucchetti and Pedini (2022) using the ParMA package.

Here is the minimal code for performing a Poisson analysis using the BACE package:

set verbose off

set seed 1000000

include BACE.gfn

open rac3d.gdt --quiet

list X = SEX AGE AGESQ INCOME LEVYPLUS FREEPOOR FREEREPA \
ILLNESS ACTDAYS HSCORE CHCOND1 CHCOND2

BACE(DVISITS, X, _(model_type = "poisson", model_prior = "betabinomial", \
bic_type = "hbic"))

The main output displays variable names and statistics.

7The dataset and description are available on the gretl repository. To load it, go to File — Open data —
Sample file and choose “Gretl” tab.
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) BACE ParMA BMA BAS
Variable PIP
const 1.000 1.000 1.000 1.000
ILLNESS 1.000 1.000 1.000 1.000
ACTDAYS 1.000 1.000 1.000 0.999
SEX 0.943 0.933 1.000 0.927
HSCORE 0.820 0.765 0.723 0.785
AGE 0.693 0.643 0.642 0.621
FREEPOOR  0.595 0.638 0.350 0.539
AGESQ 0.307 0.358 0.358 0.352
INCOME 0.247 0.282 0.020 0.230
LEVYPLUS  0.112 0.069 0.000 0.112
CHCOND2 0.089 0.044 0.000 0.088
CHCOND1 0.072 0.028 0.000 0.075
FREEREPA  0.064 0.022 0.000 0.075
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Table 6: Comparison of posterior inclusion probabilities (PIPs) among the BACE, ParMA,
BMA, and BAS packages for the Poisson regression model.

Posterior moments (unconditional and conditional on inclusion):
Cond.Mean Cond.Std.Dev.

const
ACTDAYS
ILLNESS
SEX
HSCORE
AGE
FREEPOOR
AGESQ
INCOME
LEVYPLUS
CHCOND2
CHCOND1
FREEREPA

PIP

1.000000
1.000000
1.000000
0.942556
0.819889
0.693333
0.
0
0
0
0
0
0

595000

.306667
.246222
.112000
.088889
.071778
.064222

O O O O O

| |
O O O

O O O O

Mean

.153218
.128797
.201404
.186534
.026714
.383290
.271858
.118701
.045058
.011189
.009445
.005202
.006024

Std.Dev.
.126080
.006342
.018767
.071152
.015451
.356373
.262970
.360596
.090411
.039627
.038913
.026653
.036816

O O O O O O OO OO o oo

-2.

o O O O O O

o O O O

163218

.128797
.201404
.197902
.0325682
.552822
.456904
.387067
.182998
.099902
.106252
.072472
.093803

O O O O O O OO OO O oo

.126080
.006342
.018767
.055869
.009999
.299090
.177975
.565802
.089193
.071818
.082154
.070865
.113454

According to the findings, the determinants can be classified into high-probable factors
(ACTDAYS, ILLNESS, SEX, HSCORE), medium-probable (AGE, FREEPOOR, AGESQ), and low-pro-
The second column, Mean, and the third column, Std.Dev., display the
estimates of the Poisson regression coefficients averaged over all models. Evidently, all co-
efficients of the most likely variables have a positive sign and relatively small error, which
indicates that their increase is significantly related to an increase in the number of doctor

bability factors.

visits.

Tables 6 and 7 display the PIPs and coefficients for the Poisson model estimated using the
BACE, ParMA, BMA, and BAS packages, with the following settings:
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) BACE ParMA BMA BAS
Variable Mean SD Mean SD Mean SD Mean SD
const —2.153 0.126 —2.134 0.133 —2.185 0.086 —2.146 0.125
ACTDAYS 0.129 0.005 0.129 0.006 0.129 0.005 0.129 0.007
ILLNESS 0.201 0.019 0.203 0.018 0.204 0.019 0.202 0.020
SEX 0.187 0.071 0.186 0.074 0.205 0.054 0.184 0.075
HSCORE 0.027 0.015 0.025 0.017 0.024 0.017 0.026 0.016
AGE 0.383 0.356 0.343 0.346 0.348 0.281 0.340 0.345
FREEPOOR -0.272 0.263 -0.313 0.278 —0.153 0.233 —0.246 0.263
AGESQ 0.119 0.360 0.148 0.353 0.203 0.285 0.159 0.352
INCOME —0.045 0.090 —-0.053 0.098 —0.003 0.026 —0.042 0.089

LEVYPLUS 0.012 0.040 0.006 0.030 0.000 0.000 0.013 0.044
CHCOND2 0.009 0.039 0.004 0.026 0.000 0.000 0.006 0.034
CHCOND1 0.005 0.027 0.002 0.018 0.000 0.000 0.004 0.029
FREEREPA 0.006 0.037 0.004 0.026 0.000 0.000 0.010 0.042

Table 7: The posterior estimates (mean and standard deviation) of Poisson model coefficients
from the BACE, ParMA, BMA, and BAS packages.

ParMA: strings vname = varnames(X), string modeltype = "poisson",
bundle param = null, param.mpi = 1, param.seed = 1000000,
param.center = 0, n_iter = 9000, burn_in = 1000;

BMA: set.seed(1000000), strict = FALSE, OR = 20, glm.family = "poisson",
factor.type = FALSE;

BAS: set.seed(1000000), family = poisson(), method = "MCMC",
MCMC.iterations = 10000, laplace = TRUE.

In all cases, the PIPs and coefficient estimates are reasonably close, and the same variables
have been identified as being relevant. Some differences are observed for less significant
variables, where PIP < 1/3.

The performance of fitted Poisson models can be evaluated by the following R? measure
(Cameron and Trivedi 1998, Equation (5.26)):

moyin (3) = (5 — M)

where yIn(y) = 0 if y = 0.
In the example considered, the R%EV’ p values are as follows: BACE — 0.9989, ParMA —

0.9959, BMA — 0.9993, and BAS — 0.9983. Therefore, according to this measure, the overall
goodness of fit is high for each package and very similar among them.

5.3. Speed of calculation

In this section, we will briefly present the calculation speed of the BACE package and compare
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Run time Dataset N K BACE ParMA BMA BAS

Debian GNU /Linux (Intel Core i7-8550U CPU @1.80GHz, R-4.4.2)

Logit bithwt 189 9 0.23 4.50(3.76) 0.42 0.14
Ordered logit nels 6649 13 6.47 — —
Probit bithwt 189 9 0.26 3.52(3.97) 0.90
Ordered probit nels 6649 13 5.19 — —
Multinomial logit  hsbdemo 200 10 0.46 — 2.3
Poisson rac3d 5190 12 449 12.50(16.81 1.89 15.13
Tobit (Type I) tobit 200 4 0.1 — —
Interval regression wtp 312 5 0.16 — —
Linear regression FLS 72 41 4774 (13857.4)  150.20 16.66

MS Windows (Intel Core i5-4460 CPU @3.20GHz, R-4.4.2)

Logit bithwt 189 9 0.34 4.08(4.29) 0.66 0.41
Ordered logit nels 6649 13 7.58 — —
Probit bithwt 189 9 0.59 4.61(5.33) 1.20
Ordered probit nels 6649 13 7.63 — —
Multinomial logit  hsbdemo 200 10 0.59 — 2.46 —
Poisson rac3d 5190 12 4.98 20.47(12.49) 1.70 47.61
Tobit (Type I) tobit 200 4 0.28 — —
Interval regression wtp 312 5 0.71 — —
Linear regression FLS 72 41  70.60 (13100.94) 155.69 3.70

For ParMA, values in parentheses represent timings achieved in simulations parallelized into four chains
through the Message Passing Interface, i.e., with the parameter param.mpi = 4. In the case of a linear model,
we only consider calculations with four chains. These results can be found in the replication materials under

the ‘out/parma_ mpi’ folder.

Table 8: Run time in seconds of the BACE, ParMA, BMA, and BAS packages for selected
datasets, N — the number of observations and K — the total number of explanatory variables
in estimated model.

it with the computational speed of the other packages, namely, ParMA, BMA'® and BAS,
as all packages support some models for a bounded dependent variable. We implement our
experiment using the ParMA package with parallelization across one or four threads, as we
believe that scenario can be implemented on an standard personal computer.

Table 8 provides information on the calculation speed of models available in the BACE pack-
age. We compare the results on two operating systems: Debian GNU/Linux and MS Win-
dows. We use well-known and popular datasets in the literature. These are bithwt presented
in Hosmer and Lemeshow (2000); nels used in Hill et al. (2017); rac3d originally used in
Cameron and Trivedi (1986, 2013), wtp presented in Verbeek (2018), and FLS used by Fer-
nandez et al. (2001). The datasets listed differ in their number of observations, explanatory
variables, and potential models. Evidently, the FLS data case is the most demanding with
over 2 trillion potential combinations; therefore, we expect significant differences in the speed

8The mlogitBMA package was used for multinomial logit regression.
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of computation among the compared packages. Per the data presented in Table 8, in almost
all cases, the BACE package demonstrates the shortest computation time among the alter-
natives. The only exceptions are the logit, the Poisson and linear models on Linux and the
Poisson and linear models on Windows, where BAS and BMA were slightly faster. Note that
differences in running times for the FLS data are due to both: the large total model space
and different drawing schemes in Monte Carlo experiment.

6. Conclusions

In this study, we propose the BACE package, the main aim of which is to provide a model-
building strategy for models with a bounded dependent variable. We use the model averaging
technique to obtain the average parameter estimates and the significance of determinants in
a regression analysis, while simultaneously considering estimates based on MLE across the
entire model space.

We successfully provide solutions for nine different models, which include logit and probit,
ordered logit and probit, multinomial logit, Poisson regression, Tobit, interval regression, and
linear regression. Our package utilizes readily available open-source software gretl, which
offers users the flexibility to perform computations using scripted commands or through a
simple and convenient GUI.

The examples presented for the applications of logit and Poisson models confirm the con-
sistency of the BACE package with the ParMA package. This confirmation is particularly
important because ParMA is the only package that fully follows a Bayesian approach, albeit
based on generalized linear models. Runtime tests further show that the BACE package pro-
duces results in the shortest amount of time, even when compared with the ParMA, which
employs parallelization across four threads in this simulation.

Our empirical experience shows that the HBIC performs well compared with the other infor-
mation criterion measures we have presented. Therefore, this criterion is set as the default
option in our package. Our findings are consistent with those of Bollen et al. (2014), where
the authors demonstrate, through simulations, that the HBIC has one of the best overall per-
formances across various sample sizes. However, we believe that further research in this area
can enhance our understanding of this issue, particularly in relation to bounded dependent
variable models.

Although the BACE package is already fast, consistent, and offers a variety of model types,
there is still potential for further development and improvement to expand its functionality.
One promising direction for enhancing the package would be to implement two-equation
models, such as Heckman-type selection and zero-inflated Poisson regression. Both models
require a separate drawing schema for each specific equation in the sampling algorithm, which
means that they require a different solution approach than the models already implemented
in the current version of the package.
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