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Abstract

This paper introduces OGBoost, a scikit-learn-compatible Python package for ordinal
regression gradient boosting. Ordinal variables (e.g., rating scales, quality assessments)
lie between nominal and continuous data, requiring specialized methods that respect their
inherent ordering. OGBoost employs a novel coordinate-descent optimization approach
within the cumulative link framework, jointly optimizing a continuous regression function
via functional gradient descent and a threshold vector via standard gradient descent.
Key features include: (i) latent score predictions via decision_function for enhanced
ranking performance; (ii) heterogeneous boosting ensembles by enabling any combination
of scikit-learn regressors as base learners; and (iii) cross-validation-based early stopping
for improved robustness. We provide a comprehensive review of existing ordinal regression
software and present empirical comparisons across 17 public datasets, demonstrating that
OGBoost significantly outperforms representative methods including Ordinal GBT, scikit-
learn’s gradient boosting classifier, and scikit-lego’s ordinal classifier. Formal statistical
tests confirm OGBoost’s superiority on concordance index (achieving best performance
on all 17 datasets), with consistent performance advantages across classification accuracy,
mean absolute error, and Spearman correlation. The package integrates seamlessly with
scikit-learn machine learning workflows and is available via pip install ogboost.

Keywords: ordinal regression, gradient boosting, Python, scikit-learn, machine learning.

1. Introduction

Ordinal response variables frequently arise in applied research, such as rating surveys (e.g.,
“strongly disagree” to “strongly agree”), product quality assessments (e.g., “poor” to “excel-
lent”), and medical scoring systems (e.g., severity of postoperative kidney injuries; Khwaja
2012). These outcomes have a natural ordering but the distances between categories lack pre-
cise numerical interpretation. Consequently, ordinal data require specialized methods that
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respect the ordinal scale while avoiding unrealistic assumptions such as equidistant category
boundaries.

1.1. OGBoost: An overview

In this paper, we introduce OGBoost (Ordinal regression Gradient Boosting), a new Python
package that generalizes the standard gradient boosting algorithm to handle ordinal regres-
sion tasks using the cumulative link framework (Gutiérrez, Perez-Ortiz, Sanchez-Monedero,
Fernandez-Navarro, and Hervas-Martinez 2015). The core idea is to combine functional gra-
dient descent for the regression function — which predicts a continuous latent score — with or-
dinary gradient descent for the threshold vector — which converts the continuous latent score
to discrete class probabilities. This joint optimization is conceptually akin to coordinate-
descent (Wright 2015), alternating between updating the regression function and refining the
threshold vector.

This separation of updates to the threshold vector from the updates to the latent regression
function leads to code modularity and the ability to easily mix and match different cumulative
link functions and base learners: OGBoost not only supports common link functions such as
logit, probit, and loglog, but it also allows users to easily supply their own link functions.
Furthermore, any regressor compatible with scikit-learn (Pedregosa et al. 2011) can be used
as a base learner (including decision trees, neural networks, or support vector regressors) and
one can even form heterogeneous ensembles by drawing different learners and/or hyperpa-
rameters across boosting iterations. Finally, OGBoost integrates seamlessly with pipelines,
cross-validation (CV), and hyperparameter tuning in scikit-learn.

1.2. Parametric approaches to ordinal regression

A variety of libraries in both Python (Python Software Foundation 2026) and R (R Core Team
2026) implement parametric ordinal models, typically with a cumulative link approach. In
Python, statsmodels (Seabold and Perktold 2010), mord (Pedregosa 2014), and bevel (Di-
ener, Davidson-Pilon, and Huselietov 2022) focus on ordered logistic or probit regression via
maximum likelihood or quasi-Newton methods, while Bayesian alternatives can be imple-
mented using PyMC (Patil, Huard, and Fonnesbeck 2010). Relatedly, semopy (Igolkina and
Meshcheryakov 2020) can incorporate ordinal data within structural equation modeling. In R,
packages such as MASS (Venables and Ripley 2002) (via polr), ordinal (Christensen 2023),
VGAM (Yee 2015), and brms (Biirkner 2017) offer cumulative link or adjacent-categories
formulations under frequentist or Bayesian interpretations.

Because these packages assume a linear (or more generally parametric) relationship between
predictors and outcome, they provide interpretable coefficients and are often computationally
efficient, particularly in the frequentist setting. However, they impose rigid assumptions about
how features influence the latent variable, limiting their ability to model complex nonlinear
relationships. As a result, there is interest in nonparametric machine learning (ML) methods
which can capture more flexible structures, and thus may offer improved performance in
ordinal regression tasks.

1.3. Machine learning software for ordinal data

A useful taxonomy of ordinal regression methods proposed by Gutiérrez et al. (2015) classifies
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approaches into three categories: (1) naive approaches that ignore ordinality, (2) ordinal
binary decomposition methods, and (3) threshold models using an underlying continuous
latent variable. Each category offers different trade-offs between computational simplicity,
modeling flexibility, and the ability to leverage ordinal structure in the data.

Naive approaches treat ordinal data using standard regression or nominal classification meth-
ods, ignoring the ordinal nature of the outcome. While computationally straightforward,
these approaches have significant limitations. Regression methods ignore the discrete nature
of ordinal outcomes and require implicit assumptions about the spacing between categories
to produce meaningful class labels. They also do not naturally produce class probabilities,
which are often of practical interest. Nominal classification methods, conversely, ignore the
ordinality of the outcome and may fail to fully leverage the information structure in the data,
particularly for ranking tasks. Ome such naive approach — the gradient boosting classifier
from scikit-learn — is included in our empirical comparison (Section 5).

Ordinal binary decomposition methods reduce the ordinal regression problem into multiple bi-
nary classification subproblems. Beyond standard nominal decompositions such as one-vs-rest
and one-vs-one, ordinal-specific decompositions like ordered partitions have been developed.
A prominent example is the OrdinalClassifier from scikit-lego (Warmerdam et al. 2023),
which creates k — 1 binary classifiers for a k-class problem, each predicting whether the out-
come exceeds a given threshold. Despite their relative simplicity, both naive and binary
decomposition approaches have proven competitive in practice and offer the advantage of
leveraging the existing, vast repertoire of classification and regression software.

Threshold models assume an underlying continuous latent variable that is segmented into
the observed, ordinal classes using a set of thresholds. Cumulative link models (CLMs)
provide a statistical interpretation of the latent score, enabling maximum likelihood estimation
approaches. In particular, if a machine learning regression model is based on a differentiable
loss function derived from the likelihood, it can be adapted to the ordinal setting by replacing
the original loss with the ordinal negative log-likelihood. This principle forms the basis of
Mathieson (1996)’s research on ordinal models for neural networks, which has been applied in
domains such as age estimation from facial images (Xie and Pun 2020) and medical diagnosis
systems (Liu, Zou, Song, Yang, You, and K Vijaya Kumar 2018).

Among existing software implementations, the Python package dlordinal (Bérchez-Moreno
et al. 2025) provides a generic framework for building deep neural networks for ordinal tasks.
However, dlordinal is limited to neural networks as base learners and lacks scikit-learn com-
patibility, making it difficult to integrate into standard machine learning pipelines.

The Python package OrdinalGBT (Spanashis 2024) represents another CLM implementation,
using LightGBM (Ke et al. 2017) for gradient boosting estimation of the latent continuous
function with ordinal negative log-likelihood as the loss function. While similar in spirit to
0GBoost, OrdinalGBT has several important limitations: (i) thresholds are fixed after an
initial naive setting and not updated any further during training, despite the fact that optimal
thresholds depend on the latent score being updated at each iteration; (ii) since it offloads
regression function estimation to Light GBM, it is limited to decision trees as base learners;
(iii) early stopping is based on holdout validation rather than CV, which — as demonstrated
in our empirical comparison — is less performant; and (iv) it supports only the logistic link
function, whereas OGBoost offers logit, probit, and three additional link functions, with
the capability for users to supply custom link functions. (For our empirical comparison, we
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created a modified version of OrdinalGBT — compatible with Light GBM 4.6.0 — to address
security vulnerability CVE-2024-28949; this modified version is included in the replication
materials.)

In the R ecosystem, mboost (Hofner, Mayr, Robinzonov, and Schmid 2014) has long provided
gradient boosting for proportional odds models, updating thresholds and predictor coefficients
in a penalized framework. This approach is extended by tbm (Hothorn 2019), which supports
transformation models for continuous, censored, or ordinal data through a component-wise
philosophy, specifying predictors via design matrices and penalties. However, their integra-
tion with modern machine learning workflows like mlr3 (Lang et al. 2019) requires custom
wrappers, whereas OGBoost’s scikit-learn compatibility enables seamless integration with
standard Python pipelines.

The survey by Gutiérrez et al. (2015) discusses several other threshold model variants, in-
cluding adaptations of support vector machines (Chu and Keerthi 2005) that reformulate
ordinal regression as a set of thresholded binary classification problems, enforcing mono-
tonicity through constraints on the decision boundaries, and Gaussian processes (Chu and
Ghahramani 2005) that model the latent continuous score with a nonparametric prior, allow-
ing for flexible, probabilistic ordinal predictions; sample implementations for both approaches
are provided in MATLAB. The SVM methods leverage kernel functions to capture nonlinear
relationships and extend standard SVMs by introducing threshold variables that partition
the latent space, while the GP approach uses Bayesian inference to estimate both the latent
function and thresholds jointly. However, to our knowledge, these methods have not been
implemented in publicly available, maintained software packages.

1.4. Contributions and paper outline

In summary, while parametric ordinal regression libraries are well-established, and learning-
to-rank adaptations — for instance in XGBoost (Chen and Guestrin 2016), LightGBM (Ke
et al. 2017), and gbm (Ridgeway and GBM Developers 2024) — can handle ordering (though
rarely provide class probabilities), fully nonparametric machine learning solutions for ordinal
regression remain limited. Existing threshold model implementations often have significant
constraints: dlordinal is limited to neural networks, Ordinal GBT fixes thresholds during train-
ing and restricts base learners to decision trees, and R packages like mboost and thm require
custom integration with modern ML workflows. Against this backdrop, OGBoost introduces
a fully general, scikit-learn-compatible framework for ordinal regression that: (i) continu-
ously updates both the threshold vector and latent function throughout boosting iterations;
(ii) supports any link function and base learner, including heterogeneous ensembles during
training; and (iii) seamlessly integrates with standard Python machine learning workflows.

The remainder of this paper is organized as follows: Section 2 formalizes the mathematical
foundations of OGBoost, including its negative log-likelihood loss for ordinal data and the
coordinate-descent update scheme. Section 3 introduces the package structure and key fea-
tures. Section 4 highlights the unique features of OGBoost through a series of examples.
Section 5 presents empirical comparison of OGBoost against existing methods. Section 6
presents conclusions and discusses future directions. Additional details on the compute envi-
ronment, mathematics and algorithms behind OGBoost and details of empirical comparisons
are provided in the appendices.
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2. Mathematical framework

In this section, we present the mathematical framework underlying OGBoost. We begin with
a brief recap of the cumulative link model for ordinal regression and the latent-variable inter-
pretation. We then describe the coordinate-descent optimization approach used in OGBoost,
including the partial-derivative expressions and initialization schemes.

2.1. Cumulative link model

We consider an ordinal outcome y € {0,1,..., M — 1} and assume a cumulative link formu-
lation (Gutiérrez et al. 2015). Define a set of thresholds

0 = (00,61,...,00),

with fixed endpoints 8g = —oo and 03 = +00, which partition the real line into M intervals.
The model posits that the probability of y being at most m is

Ply<m|x) = ®Ons1 —9(x)),

where ¢g(x) is an unknown function to be estimated, ®(-) is a cumulative distribution function
(CDF), and m = 0,1,..., M — 1. Hence the probability of observing class m is

Ply=m|x) = ®(Oni1—9(x) — (0 — g(x)).

Common choices for ® include the logistic and standard normal distributions (yielding or-
dered logit and ordered probit, respectively). The negative log-likelihood for N observations

{(Xna yn)}fzvzl is
N
L£(g,0) = = > m|®(by, 11— 9(xa) — D(0y, — g(xn))].
n=1

An alternative perspective is to assume that each observation arises from a latent variable
2(x) = g(x) + ¢

where € is drawn from a continuous distribution whose cumulative distribution function (CDF)
is ®. In particular, if € has zero mean and follows (for instance) a logistic distribution, then
® is the standard logistic CDF (yielding ordered logit), whereas a standard normal choice for
€ recovers the ordered probit model.
Under this construction, the class label y reflects which interval the latent variable z(x) falls
into. Specifically,

y=m <= O, < z2(x) < Opt1,

Ply=m|x) = P(0p < g(x)+€e < Opt1) = ®Oms1 —9(x)) — (0 — 9(x)).

Thus, the choice of distribution for e directly determines which link function ® appears in the
cumulative link formulation.

2.2. Coordinate-descent optimization

Our procedure estimates (g, @) by minimizing £(g, 8) through a two-block coordinate-descent
approach, alternating between:
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1. Updating ¢(x) via gradient boosting: For each observation n, we compute the
pseudo-residual

oL
dg(xn)’
fit a base learner (e.g., a regression tree) to these residuals, and update g(x) using a
shrunken version of the new learner’s predictions.

2. Updating the thresholds 0: We calculate the partial derivatives

oc
00,

and perform a line search that adjusts each 6, while maintaining the strict ordering
Om < Om+1, accepting only updates that reduce the overall loss.

(m=1,...,M —1),

This alternating scheme ensures that both the latent function g(x) and the threshold vector
0 improve at each iteration, ultimately converging to a local minimum of £(g, ).

2.3. Derivative w.r.t. g(x)

At each observation (xy,yn), the derivative of the per-observation loss I, with respect to
g(xy) can be written (for an appropriate link ®) as

ol, OOy, — 9(xn)) — ¢(0y,+1 — 9(xn))

99(xn) a POy, +1 — 9(xn)) — ©(0y, — g(Xn))7

where ¢(-) is the probability density function (PDF) corresponding to ®. The negative of this
derivative serves as the pseudo-residual at each gradient boosting iteration; see Section A.1
for a detailed derivation.

2.4. Derivative w.r.t. 0,,

To update each threshold 6,,, we note that 6, appears in the likelihood expression for obser-
vations with class labels y, = m — 1 (as an upper bound) and y, = m (as a lower bound).
Summing over all observations,

oL . N ¢(9m - g(Xn)) [5yn7m - 5yn,m+1]

B~ 2 B(0y 41— g(x0) — (0, — 9(xn)

where ¢; ; is the Kronecker delta. Details appear in Section A.1.

2.5. Initialization of ¢ and @

We initialize go(x) to a constant, commonly zero, which simplifies the process of estimating
an initial threshold vector 6. Specifically, if g(x,) = 0, then the frequency of class m in the
data should approximate

D(Omr1) — B(6m),

leading to the closed-form solution

O = @1(2@-),
P
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where p; is the empirical proportion of class j.

2.6. Learning rates and line search

Each update to g(x) is scaled by a learning rate 7,4, typically small (e.g., 0.1). Meanwhile,
threshold updates use a separate rate 1ng, which may be tuned adaptively through a dou-
bling/halving line search. We accept a candidate update A# only if it lowers the loss £ and
preserves the strict ordering of thresholds (ensuring monotonicity),

O — MOy < Ompi1 — Abpiy Vi

Further details appear in Section A.3.

3. Package overview

OGBoost is available from the Python Package Index (PyPI) at https://pypi.org/project/
ogboost/ and can be installed via pip install ogboost.

Table 1 provides an overview of the public classes and functions in OGBoost. The main
component is the GradientBoostingOrdinal class, which implements the ordinal regression
gradient boosting algorithm. This class is designed to be compatible with the scikit-learn
application programming interface (API), enabling direct integration with scikit-learn tools
such as hyperparameter tuning (GridSearchCV, RandomizedSearchCV), model composition
(Pipeline), and feature preprocessing (StandardScaler, PCA). This compatibility also facili-
tates deployment via machine learning operations (MLOps) frameworks such as MLflow (Chen
et al. 2020).

OGBoost fills a specific niche in the landscape of ordinal regression software. While R packages
like mboost (with Prop0dds) and tbm provide sophisticated likelihood-based boosting for
ordinal and more general transformation models, they focus primarily on the R ecosystem and
formula-based modeling. In contrast, OGBoost brings ordinal regression gradient boosting
to the Python ecosystem with a design philosophy centered on scikit-learn compatibility and
production-oriented workflows. Compared to other Python packages like ordinalgbt, O GBoost
distinguishes itself through its theoretical grounding in negative log-likelihood optimization
with coordinate descent for threshold updates, support for heterogeneous base learners, and
emphasis on calibrated probability predictions through flexible link functions.

The class supports any scikit-learn-compatible regressor as the base learner, including decision
trees, neural networks, and support vector regressors. Users can provide either a single
estimator, a list of different estimators, or even a generator function that yields estimators
across boosting iterations, resulting in a heterogeneous boosting ensemble. This flexibility
enables users to leverage the strengths of different algorithms and improve model performance
by introducing built-in diversity, often reducing the need for extensive hyperparameter tuning.

Beyond base learner flexibility, OGBoost supports custom link functions through user-defined
dictionaries containing forward, derivative, and inverse transformations, making it extensible
to novel ordinal regression formulations. The package also includes validation features (via
the validate_link_func parameter) to ensure custom link functions are properly defined.

To maximize ease of use for those already familiar with scikit-learn, GradientBoostingOrdinal
follows the same naming conventions for its class initializers (e.g., n_estimators, learning_rate,
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Component

Description

GradientBoostingOrdinal

LinkFunctions

concordance_index

generate_heterogeneous_learners

load_wine_quality

StatsModelsOrderedModel

The main class, a scikit-learn-compatible esti-
mator that extends the classifier interface to
support ordinal regression. Supports heteroge-
neous base learners, cross-validation early stop-
ping, and customizable link functions.

Provides a collection of static methods for trans-
forming latent scores into probabilities. Sup-
ported transformations (as of version 0.8.2):
probit, logit, loglog, cloglog, and cauchit. Also
supports custom user-defined link functions.

Evaluates model performance for ordinal data
by computing the proportion of pairs where the
predicted ordering matches the true ordering. It
is similar to Somers’ D.

Creates a list of base learners with different hy-
perparameters or algorithms, enabling the train-
ing of heterogeneous boosting ensemble models
with built-in diversity.

Loads the Wine Quality datasets (red and
white) (Cortez, Cerdeira, Almeida, Matos,
and Reis 2009) from the University of Cal-
ifornia, Irvine (UCI) ML repository (Dua
and Graff 2019) with automatic caching and
preprocessing.

A scikit-learn-compatible wrapper for the
OrderedModel class from statsmodels, enabling
linear ordinal regression with the same API con-
ventions. Part of the optional parametric mod-
ule.

Table 1: Overview of OGBoost classes and functions.

n_iter_no_change) and methods (e.g., predict, predict_proba, decision_function and

their staged_... counterparts) as scikit-learn’s GradientBoostingClassifier class.

This design choice enables seamless integration with the broader Python machine learning
ecosystem. For instance, OGBoost models can be directly used in scikit-learn pipelines
alongside preprocessing steps, combined with feature selection techniques, and optimized us-
ing standard hyperparameter tuning tools like GridSearchCV or RandomizedSearchCV. The
compatibility extends to popular MLOps platforms such as MLflow, enabling automatic model

tracking, versioning, and deployment workflows without modification.
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3.1. Key features

While OGBoost follows the scikit-learn API conventions, it also introduces several novel
features that are tailored to the unique requirements of ordinal regression. We discuss them
below.

Latent-score prediction

In GradientBoostingOrdinal, the decision_function method returns the value of the la-
tent function g(x) for each observation, providing a continuous score that captures the under-
lying ordinal intensity. This latent score offers higher resolution than discrete class predictions
and is particularly valuable for ranking applications where the goal is to order observations
rather than classify them into discrete categories. For example, in medical resource allocation
(e.g., ICU admission, organ transplants), continuous risk rankings enable finer prioritization
decisions than discrete risk categories.

This design contrasts with nominal classifiers in scikit-learn, where decision_function re-
turns a vector of per-class scores that cannot directly rank observations. Collapsing these to
discrete class labels (via argmax) sacrifices the continuous resolution that OGBoost’s single
latent score provides. See Section 4.2 for a practical comparison.

The score method

The default behavior of the score method in GradientBoostingOrdinal is to calculate
the concordance index using the latent score predictions. This is in contrast to the default
behavior in most scikit-learn classifiers, which calculate the accuracy score using class labels.

The concordance index is a measure of how well the model ranks observations. It is defined as
the proportion of pairs of observations where the predicted ordering matches the true ordering
(concordant pairs). This is a more appropriate measure for ordinal regression than accuracy,
as it takes into account the ordering of the classes. Concordance index is closely related to
Somers’ D, both measures of the strength of association between two ordinal variables (Newson
2002).

Heterogeneous boosting ensembles

While nearly all software implementations of gradient boosting exclusively use decision trees,
OGBoost allows users to choose any regression model as the base learner. Users can pro-
vide a single estimator, a list of different estimators, or even a generator function to the
GradientBoostingOrdinal initializer, creating heterogeneous boosting ensembles that com-
bine different learning algorithms (e.g., decision trees, neural networks, support vector regres-
sors) or variants of the same algorithm with different hyperparameters.

The generate_heterogeneous_learners utility function facilitates this by allowing users to
specify templates (base estimator instances) and override dictionaries that define sampling
functions for hyperparameters. For example, users can create ensembles that alternate be-
tween shallow and deep decision trees, vary regularization parameters across iterations, or
mix entirely different learning paradigms. This built-in diversity can improve model perfor-
mance by leveraging complementary strengths of different algorithms, as demonstrated in
our empirical comparison of heterogeneous and homogeneous ensembles (Section 4.3). The
mixing probabilities can be treated as hyperparameters and optimized via cross-validation.
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Extensibility and custom link functions

OGBoost is designed with extensibility in mind, addressing several key areas for customiza-
tion and expansion. First, the package supports custom user-defined link functions, en-
abling researchers to explore novel ordinal regression formulations beyond the five built-in
options (probit, logit, loglog, cloglog, and cauchit). Users can provide a dictionary containing
forward, derivative, and inverse functions, which OGBoost will optionally validate using
the validate_link_func parameter.

Furthermore, the compatibility with the scikit-learn ecosystem inherently provides extensi-
bility through pipeline integration, custom cross-validation strategies, and hyperparameter
optimization tools.

Cross-validation for early stopping

In addition to using a single validation set for early stopping, GradientBoostingOrdinal
can use CV for this purpose via the cv_early_stopping_splits parameter. By doing so,
the generalization performance of the model as a function of boosting iteration can be esti-
mated more robustly. Our empirical comparison confirms that CV early stopping improves
performance over holdout validation across multiple metrics (Section 5).

The package includes intelligent stratification through the validation_stratify parameter,
which ensures that both holdout and CV splits preserve the ordinal class distribution. When
using CV early stopping, if any ordinal class has fewer samples than the number of folds, the
method gracefully falls back to unstratified splits with appropriate warnings, ensuring robust
operation across diverse datasets.

4. Using OGBoost

OGBoost is available on the Python Package Index (PyPI) and can be installed via pip
install ogboost. To use the wrapper class StatsModelsOrderedModel, use pip install
ogboost [param] which will install statsmodels as well.

Assuming that readers are familiar with the scikit-learn API and its conventions for model
training, prediction, and evaluation, we skip such details below. Instead, the examples in
this section demonstrate the key API features of OGBoost. More specifically, we cover the
following topics:

1. Plotting training and validation loss for diagnostics.
2. Using latent scores vs. discrete class labels for predictions.
3. Heterogeneous boosting ensembles setup.

4. Cross-validation early stopping configuration.

For comprehensive performance comparisons and empirical validation of these features, see
Section 5.

The examples below use the Wine Quality Dataset, which can be loaded using OGBoost’s
load_wine_quality function:
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Cross-Entropy Loss Cross-Entropy Loss Improvement
1.20 1 —— Training Loss 0.030 —— Regression function
Validation Loss Threshold vector

1.151
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Figure 1: Example output of the plot_loss method in OGBoost. Left: Training and val-
idation loss over boosting iterations. Right: Loss improvement at each iteration, split by
regression-function and threshold updates.

from ogboost import load_wine_quality
from sklearn.model_selection import train_test_split

random_seed = 123
X, v, _, _ = load_wine_quality(return_X_y=True)
X_train, X_test, y_train, y_test = train_test_split(
X, y, test_size=0.3, stratify=y, random_state=random_seed

4.1. Training and validation loss

GradientBoostingOrdinal includes a plot_loss method that visualizes the training and
validation loss over the boosting iterations (Figure 1). This is useful for diagnosing the
model’s performance and checking for overfitting. It also shows the loss improvement at
each iteration, split by regression-function updates and threshold updates. This is helpful for
understanding the contribution of each update to the overall loss improvement.

from ogboost import GradientBoostingUrdinal

ogb = GradientBoostingOrdinal(
n_iter_no_change=10,
random_state=random_seed

).fit(X_train, y_train)

ogb.plot_loss()

The plot can be customized by passing keyword arguments to the plot_loss method, such
as figsize, training_style, validation_style, etc. See method documentation for more
details.
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4.2. Discrete class labels vs. continuous latent score

An important advantage of ordinal regression over nominal classification is the ability to
use the predicted latent function g(x) — rather than the discrete class labels — for ranking
observations. The decision_function method returns these continuous latent scores, which
the score method uses by default for concordance index calculation. However, users can also
opt to use discrete class labels by setting the pred_type parameter to *labels’ in the score
method:

latent_scores = ogb.decision_function(X_test)
cindex_latent = ogb.score(X_test, y_test)
cindex_labels = ogb.score(X_test, y_test, pred_type="labels")

The latent scores provide a high-resolution alternative to discrete class labels, offering more
nuanced ranking information. A comprehensive performance comparison between these two
prediction types across multiple datasets is provided in Section 5.

4.3. Heterogeneous boosting ensembles

OGBoost supports heterogeneous ensembles, where different base learners or hyperparameter
configurations can be mixed within a single boosting sequence. This is achieved using the
generate_heterogeneous_learners utility function:

from ogboost import generate_heterogeneous_learners
from sklearn.tree import DecisionTreeRegressor

dt_template = DecisionTreeRegressor ()
dt_overrides = {

"max_depth": lambda rng: rng.choice([3, 6, 9, None]),
}

heterogeneous_learners = generate_heterogeneous_learners(
[dt_template],
[dt_overrides],
total_samples=100,
random_state=random_seed

ogb_hetero = GradientBoostingOrdinal(
base_learner=heterogeneous_learners,
n_estimators=100,
random_state=random_seed

Multiple base learner types can also be combined. For example, mixing decision trees and
neural networks:
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from sklearn.neural_network import MLPRegressor

mlp_template = MLPRegressor (max_iter=500)
mlp_overrides = {

"hidden_layer_sizes": lambda rng: (rng.choice([10, 20, 30]),)
}

mixed_learners = generate_heterogeneous_learners(
[dt_template, mlp_template],
[dt_overrides, mlp_overrides],
total_samples=100,
template_probs=[0.75, 0.25],
random_state=random_seed

A comprehensive empirical comparison of heterogeneous ensembles against homogeneous en-
sembles across multiple datasets is provided in Section 5.

4.4. Early stopping with cross-validation

Instead of using a single validation set for early stopping, OGBoost can use cross-validation
to provide a more robust estimate of the model’s generalization performance. This is enabled
via the cv_early_stopping_splits parameter:

ogb_holdout = GradientBoostingOrdinal(
n_iter_no_change=10,
validation_fraction=0.2,
random_state=random_seed

ogb_cv = GradientBoostingOrdinal(
n_iter_no_change=10,
cv_early_stopping_splits=5,
random_state=random_seed

Note that the final model used for prediction is trained on the entire training set; the CV
splits are used only for determining the optimal number of boosting iterations. A compre-
hensive empirical comparison of these two early stopping approaches across multiple datasets
is provided in Section 5.

5. Empirical comparison

In this section, we provide results from an empirical comparison of OGBoost against existing
ordinal regression methods using multiple public datasets. Details of the experimental design,
datasets, algorithms, and results are provided in the appendices and replication materials.
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The comparison focuses on the algorithmic contributions of OGBoost, namely 1) coordinate-
descent optimization strategy for simultaneous updates of the regression function and thresh-
old vector, 2) latent scores versus discrete class labels for ranking tasks, 3) heterogeneous
ensembles of base learners, and 4) CV for early stopping. To focus on OGBoost’s specific
algorithmic innovations, we control for base learner and boosting hyperparameters.

Note on concordance index reporting: The concordance index ranges from 0.5 (random pre-
dictions) to 1.0 (perfect predictions), yielding an effective range of 0.5. Throughout this
section, we report concordance index improvements as a percentage of this effective range.
For example, an absolute improvement from 0.80 to 0.82 (2 percentage points) represents a
4% improvement relative to the effective range.

5.1. Overview of algorithms and datasets

We compare OGBoost against three representative alternatives for ordinal regression: Or-
dinalGBT (Spanashis 2024), which implements ordinal gradient boosting using Light GBM;
scikit-learn’s GradientBoostingClassifier nominal classifier; and scikit-lego’s OrdinalClassifier
meta-model using GradientBoostingClassifier (in binary mode) as the base learner. These

three methods are representative of the three main classes of ordinal regression algorithms
according to Gutiérrez et al. (2015), namely threshold models, naive models, and ordinal
decomposition approaches, respectively.

Our experiments use 17 public datasets from diverse domains, sourced from the UCI Machine
Learning Repository (Dua and Graff 2019), the ordinal regression and classification algorithms
(ORCA) benchmark collection (Sanchez-Monedero, Gutiérrez, and Pérez-Ortiz 2019), and the
R package ordinal (Christensen 2023). Section B.1 summarizes the key characteristics of these
datasets, which range from 506 to 7,567 observations and include 3 to 10 ordinal classes.

The experimental protocol uses 20-times repeated 5-fold cross-validation to ensure robust
performance estimates. Unless mentioned otherwise, all algorithms use decision trees as
base learners with matched hyperparameters where applicable, including maximum depth,
learning rate, and number of estimators, to ensure fair comparison. See Section B.2.3 for
detailed hyperparameter settings.

5.2. OGBoost vs. alternative methods

Table 2 compares the average concordance index for each dataset across all methods. OGBoost
achieving the highest concordance index in all 17 datasets. On average, OGBoost shows 6.1%,
8.8% and 9.9% improvement over OrdinalGBT, scikit-lego, and scikit-learn, respectively.

The statistical significance of these results is confirmed using the Demsar (2006) approach. A
Friedman test across all datasets yields a test statistic of 39.14 with p value < 0.001, strongly
rejecting the null hypothesis of equal performance. Post-hoc analysis using the Nemenyi test
reveals that OGBoost significantly outperforms all competing methods: p values are 0.002 for
OrdinalGBT, < 0.001 for scikit-lego, and < 0.001 for scikit-learn. While we focused on the
concordance index due to its suitability for ordinal problems, similar advantages for OGBoost
over other methods are observed across other metrics including Spearman’s rank correlation,
classification accuracy, and mean absolute error, with OGBoost consistently achieving the
best or near-best performance (Section B.3.1).
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OGBoost OrdinalGBT scikit-lego scikit-learn
soup 0.626 0.621 (—0.005)  0.563 (—0.063)  0.563 (—0.063)
thyroid-hypo-hyper 0.600 0.597 (—0.003)  0.501 (—0.099)  0.501 (—0.099)
thyroid-hypo 0.596 0.572 (—0.024)  0.500 (—0.096)  0.500 (—0.096)
ERA 0.731 0.726 (—0.005)  0.695 (—0.036)  0.695 (—0.036)
LEV 0.859 0.856 (—0.003)  0.812 (—0.047)  0.813 (—0.045)
SWD 0.810 0.806 (—0.004)  0.756 (—0.054)  0.753 (—0.057)
abalone-10 0.820 0.801 (—0.019)  0.798 (—0.022)  0.791 (—0.030)
abalone-b 0.840 0.836 (—0.004)  0.808 (—0.031)  0.805 (—0.035)
balance-scale 0.988 0.941 (—0.047)  0.929 (-0.059)  0.913 (—0.075)
car 0.999 0.985 (—0.014)  0.996 (—0.003)  0.996 (—0.003)
eucalyptus 0.942 0.929 (—0.013)  0.911 (—0.031)  0.902 (—0.040)
housing-10 0.919 0.777 (—0.142) ~ 0.900 (—0.019)  0.873 (—0.046)
housing-5 0.933 0.918 (—0.015)  0.901 (—0.033)  0.889 (—0.044)
stock-10 0.985 0.802 (—0.183)  0.973 (—0.012)  0.970 (—0.015)
stock-5 0.990 0.982 (—0.008)  0.970 (—0.020)  0.971 (—0.018)
wine-red 0.836 0.827 (—0.009)  0.775 (—0.061)  0.770 (—0.066)
wine-white 0.843 0.820 (—0.023)  0.782 (—0.062)  0.775 (—0.069)
Average rank 1.00 2.35 3.00 3.65
Mean difference —0.031 (—=6.1%) —0.044 (—8.8%) —0.049 (—9.9%)

Table 2: Concordance index comparison of OGBoost against alternative methods across 17
datasets. OGBoost achieves the best performance on all datasets (shown in bold). Val-
ues in parentheses show the difference relative to OGBoost (negative values indicate lower
performance than OGBoost). The mean difference row shows both absolute differences and
percentages of the effective concordance range (0.5-1.0) in parentheses.

5.3. Latent scores vs. discrete class labels

Both OGBoost and OrdinalGBT produce latent scores which can be used for ranking tasks
(as measured by concordance index). In contrast, scikit-learn and scikit-lego produce only
discrete class labels (since they both use gradient boosting classifiers), which are inherently
less informative for ranking. This limitation is reflected in their lower concordance index
scores. We further confirmed the advantage of latent scores over class labels by comparing
their corresponding concordance indices within OGBoost itself: Using latent scores yields
an average concordance index improvement of 8.1% over class labels across all datasets. A
Wilcoxon signed-rank test confirms the significance of this improvement (p value < 0.001).
Section B.3.2 provides further details, namely per dataset results for concordance index and
Spearman’s rank correlation.

5.4. Cross-validation vs. holdout validation for early stopping

The advantage of 0GBoost over OrdinalGBT (6.1%) comes mostly from its coordinate-descent
approach in jointly optimizing the regression function and threshold vector. (In contrast, Or-
dinalGBT precomputes the threshold vector before fitting the regression function via Light-
GBM.) A smaller, yet consistent, contribution comes from the use of CV for early stopping:
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Our comparison of OGBoost with and without CV early stopping shows an average concor-
dance index improvement of 0.8% across datasets. Wilcoxon signed-rank test confirms the
significance of this improvement (p value < 0.001). Section B.3.3 provides further details,
namely per dataset results for concordance index and Spearman’s rank correlation.

5.5. Heterogeneous boosting ensembles

The final aspect of our comparison assesses OGBoost’s support for heterogeneous boosting
ensembles, where different base learners can be mixed within a single boosting sequence. We
compare homogeneous ensembles (using the same decision tree configurations throughout)
against heterogeneous ensembles that combine decision trees — identical to the homogeneous
baseline — with linear regression models at mixing ratios of 0.0, 0.25, 0.5, 0.75 and 1.0.
We developed an experimental wrapper class — provided in the replication materials — that
enables grid search over the mixing probability values, treating it as a hyperparameter to
be optimized through cross-validation. This approach automates the process of identifying
optimal combinations of base learners for each dataset.

The heterogeneous approach demonstrates consistent improvements across multiple datasets
(see Table 3), with win/loss/tie counts of 16/1/0 against the homogeneous baseline. The
average concordance index improvement is 1.7%. Wilcoxon signed-rank test confirms the
significance of this improvement (p value < 0.001).

Notably, grid search across 1700 CV fold-level selections reveals substantial preference for true
algorithmic mixing over pure configurations: 70.6% of selections favored mixing probabilities
between 0.25 and 0.75, while only 29.4% selected pure decision trees or pure linear regression.
This demonstrates that ensemble diversity rather than single-algorithm selection drives the
performance gains. Further details are provided in Section B.3.4.

6. Discussion

In this article, we presented OGBoost, a scikit-learn-compatible Python package for ordinal
regression gradient boosting. By employing a coordinate-descent strategy, OGBoost jointly
optimizes a latent regression function and a threshold vector to model ordinal outcomes.
Important features of OGBoost include continuous latent score as an alternative to discrete
class labels for ranking tasks, heterogeneous boosting ensembles of different models and hy-
perparameters as an alternative to homogeneous ensembles of decision-tree base learners, and
cross-validation as a more robust alternative to a single validation set for early stopping.
We demonstrated the effectiveness of these features through empirical comparisons across 17
public datasets, concluding that OGBoost consistently outperforms existing ordinal regression
methods.

6.1. Future work

While our empirical comparison has demonstrated OGBoost’s effectiveness across 17 datasets
and multiple performance metrics, several promising research directions remain for further
enhancing the package.

The complete freedom in OGBoost to select any scikit-learn regressor — or any heterogeneous
sequence of varying algorithms and/or hyperparameter configurations — is in contrast to many
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Dataset Modal mix Heterogeneous ensemble Homogeneous ensemble
soup 1.00 0.640 0.627 (—0.013)
thyroid-hypo-hyper ~ 0.50 0.617 0.599 (—0.018)
thyroid-hypo 0.75 0.616 0.587 (—0.028)
ERA 1.00 0.740 0.734 (—0.006)
LEV 1.00 0.867 0.857 (—0.010)
SWD 0.75 0.816 0.810 (—0.005)
abalone-10 0.00 0.821 0.820 (—0.000)
abalone-5 0.25 0.841 0.840 (—0.001)
balance-scale 0.50 0.992 0.968 (—0.024)
car 0.00 0.993 0.994 (+0.000)
eucalyptus 0.50 0.937 0.933 (—0.005)
housing-10 0.25 0.911 0.906 (—0.005)
housing-5 0.25 0.934 0.924 (—0.010)
stock-10 0.25 0.980 0.979 (—0.001)
stock-5 0.25 0.989 0.988 (—0.001)
wine-red 0.25 0.832 0.827 (—0.005)
wine-white 0.25 0.829 0.817 (—0.012)
Wins/losses/ties 16/1/0

Mean difference —0.009 (—1.7%)

Table 3: Concordance index comparison of OGBoost using heterogeneous vs. homogeneous
boosting ensembles across 17 datasets. The modal mix column shows the most frequently
selected mixing probability across 100 CV folds per dataset (0.0 = pure decision trees, 1.0
= pure linear regression). Winner for each dataset is shown in bold. Values in parentheses
show the difference relative to the heterogeneous ensemble (negative values indicate lower
performance than the heterogeneous ensemble). The mean difference row shows both absolute
difference and percentage of the effective concordance range (0.5-1.0) in parentheses.

existing gradient boosting libraries, which restrict users to a single model instance, often a
decision tree, as the base learner. However, by relying on existing scikit-learn regressor classes,
the current OGBoost implementation does not incorporate advanced optimization techniques
— such as those employed by Light GBM and XGBoost — to accelerate training and improve
scalability. For example, these two packages utilize histogram-based feature discretization,
gradient-based one-side sampling (GOSS), and exclusive feature bundling (EFB) to optimize
tree-based learning on large-scale datasets. These strategies could be adapted to a specialized
version of OGBoost focused on decision trees, while the current framework remains available
for other choices of base learners.

Another area for future improvement is the CV-based early stopping mechanism. While
our empirical results show that CV-based early stopping improves performance consistently
across metrics, it adds computational overhead. Future work includes parallelizing the train-
ing across CV folds, and even the model trained on the full data. Furthermore, instead
of retraining a single model on the entire dataset for prediction, an aggregate of the fold-
level models (e.g., via averaging or voting) could be used to form the final predictive model,
potentially reducing training time and leveraging ensemble diversity.

The current implementation of OGBoost employs the negative log-likelihood loss, which is
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natural for probabilistic models. However, alternative loss functions might be advantageous in
certain settings. For instance, ranking-based losses (such as a hinge loss adapted for ordinal
data), robust losses like the Huber loss, or cost-sensitive losses that account for varying
misclassification costs across ordinal classes could offer improvements in certain settings.
Exploring and implementing these alternatives is an important avenue for future research.
A related area for improvement is the introduction of a user-friendly interface for specifying
custom loss functions, which would enhance the flexibility and applicability of OGBoost to a
wider range of problems.

Beyond improvements to the software itself, our heterogeneous ensemble experiments com-
pared decision trees against mixtures of decision trees and linear regression models. Future
work should explore more diverse combinations — including neural networks, support vector
machines, and multiple algorithm types mixed simultaneously — and systematically compare
this approach against grid-search-based hyperparameter tuning in terms of both prediction
quality and computational efficiency, not only for ordinal regression but also for nominal
classification and continuous regression tasks.

In addition, though our comparison covered datasets from multiple domains, further assess-
ment across specialized areas like healthcare, education, and social sciences would provide
valuable insights into practical applicability and robustness across different data characteris-
tics and class distributions.

In summary, while OGBoost introduces a robust option for ordinal regression using machine
learning algorithms, several promising directions remain for further enhancing its efficiency
and effectiveness. These include specialized optimization for decision-tree learners, paral-
lelization of CV-based early stopping, exploration of more diverse heterogeneous ensemble
combinations and their systematic comparison against hyperparameter tuning, alternative
loss functions tailored to ordinal data, and extensive cross-domain benchmarking. We be-
lieve that addressing these areas will further solidify the role of OGBoost as a versatile and
powerful tool for ordinal regression.

7. Compute environment

System specifications captured at runtime are summarized in Table 4.

Reproducibility note: When running the replication scripts, users may observe small differ-
ences in numerical results across platforms (e.g., due to operating system, basic linear algebra
subprograms (BLAS) or linear algebra package (LAPACK) libraries, or randomization seeds).
In addition, execution times can vary more substantially depending on hardware resources
such as processor type, number of cores, and memory. These differences do not affect the
qualitative conclusions of this article.

8. Installed packages

The implementation of 0GBoost depends on core scientific Python libraries, including NumPy
(Harris et al. 2020), pandas (McKinney 2010), scikit-learn (Pedregosa et al. 2011), and SciPy
(Virtanen et al. 2020), as well as additional packages such as pydantic (Colvin et al. 2024),
pytest (Krekel et al. 2024), and matplotlib (Hunter 2007). The optional parametric module
relies on statsmodels (Seabold and Perktold 2010). A full list of software packages used in this
work, including their versions, are provided in the replication materials (requirements.txt).
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Specification Value

OS Darwin

Kernel 24.6.0

OS version Darwin Kernel Version 24.6.0: Mon Jul 14
11:28:30 PDT 2025

Python version 3.124

Processor Apple M3 Pro

CPU architecture 64bit

Physical cores 12

Logical cores 12

CPU frequency (MHz) 4056.00

L2 cache (KB) Unknown

L3 cache (KB) Unknown

Total RAM (GB) 36.0

Table 4: System specifications captured at runtime.
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A. Mathematical details

This appendix provides additional mathematical derivations and technical details that under-
pin the OGBoost methodology described in the main text.

A.1l. Derivatives

In this section we derive the key gradients used in the coordinate descent procedure to mini-
mize the negative log-likelihood

N
£(g,0) = — > I [® (0, 11 — g(x0)) — © (0, — g(x2))],
n=1

where ®(-) denotes the CDF of the chosen link function (e.g., the standard normal CDF for
the probit model), and ¢(-) is its corresponding PDF.

Derivative with respect to g(x)

For a single observation (x,, ), define the per-observation loss

(n(9,0) = —In[®(0y, 41— g(xn)) — @ (B, — 9(xa))-
Differentiating with respect to g(x,) (using the chain rule) yields:

o, 1 B s o
Bole) B (Oyrn = 900n)) — By, — gy | ¢ P = 90)) £ 66y~ 9en))]

Simplifying, we obtain

0y $(0y1 — 9(xn)) = B(6y, — 9(xn))
99(xn)  ®(Oy,+1 — g(xn)) — ®(0y, — g(x4))

In our boosting algorithm, the negative of this derivative,

_ ol,
0g9(xn) ’

is used as the pseudo-residual for fitting the base learner at each iteration.

Derivative with respect to 0,,

The threshold 6, appears in the likelihood terms for those observations whose class label is
either m or m — 1. More precisely, for an observation n:

o If y, = m — 1, then 6, appears as the upper limit in the term ®(6,, — g(xy));

o If y, = m, then 0, appears as the lower limit in the term ®(0,,41 — g(x,)) — (0, —
9(xn)).
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A unified expression for the derivative with respect to 6, is given by

(%n _ ¢(9m - g(Xn)) [6yn,m - 6yn,m+1}
m  D(Oyi1 — 9(xn)) — (0, — 9(xn))’

where ¢; ; denotes the Kronecker delta. This form captures the fact that for observations
with y, = m the threshold contributes positively (as a lower bound), and for those with
Yn = m — 1 it contributes negatively (as an upper bound). In our implementation, the
derivative is computed separately for the two groups (denoted S, and S,,+1 in the code),
and then combined as:

00, ’

oL O — g(x, O — g(xn,
:_2W+ > d’(Dg())

n

nESm nesm+1

with
Dy = @(0y,+1 — 9(xa)) — @(6y, — 9(xn)).

A detailed step-by-step algebraic derivation is omitted here for brevity but follows from ap-
plying the chain rule to the logarithm of the difference of two cumulative probabilities.

A.2. Initialization of gy and 6

A common initialization for the latent function is to set

Under this assumption, the predicted probability of class m becomes
Py =m) = @(0ni1) — 2(6m).

Let p,, denote the empirical proportion of observations in class m. Matching the empirical
frequencies to the model probabilities yields

Q(Omy1) — ©(Om) = Pm-

By accumulating the class probabilities, one obtains
m
§=0

Thus, the initial thresholds are set as

m
Opprr = D1 (ij), m=0,...,M—1,
j=0

with the conventions 6y = —oo and #j; = +oo. This initialization ensures that the model’s
initial class probabilities are in agreement with the observed empirical distribution.
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Algorithm 1 Adaptive line search algorithm for threshold updates in OGBoost.
1: Input: Current thresholds 6, gradient d@, initial learning rate ny, factor a € (0,1)
(e.g., 0.5)
2: Output: Updated thresholds 8" and final learning rate 7,
3: Compute proposed thresholds: 8’ < 8 — 1, d0

4: if £(0') < £(0) and @' is strictly ordered then > The update is acceptable; try to
enlarge the step.

5: while £(6 — 2 df) < L£(0) and ordering is maintained do

6: Update: ng + ng/c

7 0 «— 60— Mo do

8: end while

9: else > The update is not acceptable; reduce the step size.

10: while £(0 — 1y d) > L(6) or ordering is violated do

11: Update: ng < ang

12: 0 «— 60— s de

13: end while

14: end if

15: Return: 0’ and 7y

A.3. Learning rate and line search pseudo-code

Updating the threshold vector @ is performed via an adaptive line search that seeks a step
size 1y to ensure a decrease in the loss function while maintaining the monotonicity of the
thresholds. The basic idea is to propose an update

Al = —ng VoL,
and accept the update if the new thresholds 8’ = @ + A8 satisfy two conditions:

1. The loss decreases, i.e., £(0") < L(8);

2. The thresholds remain strictly ordered: 6;, <@, for all m.

The adaptive line search employs a geometric scaling strategy (multiplying/dividing of ny by
«), which can be summarized as follows:

This algorithm ensures that the chosen step size is as large as possible while still guaranteeing
a decrease in the loss and maintaining the monotonicity of the thresholds.

B. Empirical comparison details

This appendix contains supplementary information and results related to the empirical com-
parison of OGBoost. It includes dataset descriptions, experimental protocols, hyperparameter
settings, and extended empirical results to support and expand upon the findings presented
in the main manuscript.
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Dataset #Pat  #Attr  #Classes Class distribution

ERA (ER) 1000 1 9 (92, 142, 181, 172, 158, 118, 88, 31, 18)

LEV (LV) 1000 4 5 (93, 280, 403, 197, 27)

SWD (SW) 1000 10 4 (32, 352, 399, 217)

abalone-10 (A10) 4177 10 10 (418, 418, 418, 418, 418, 418, 418, 417, 417,
417)

abalone-5 (A5) 4177 10 5 (836, 836, 835, 835, 835)

balance-scale (BS) 625 4 3 (288, 49, 288)

car (CA) 1728 6 4 (1210, 384, 69, 65)

eucalyptus (EU) 736 19 5 (180, 107, 130, 214, 105)

housing-10 (H10) 506 13 10 (51, 51, 51, 51, 51, 51, 50, 50, 50, 50)

housing-5 (H5) 506 13 5 (102, 101, 101, 101, 101)

soup (SO) 1847 16 6 (228, 260, 115, 98, 277, 869)

stock-10 (S10) 950 9 10 (95, 95, 95, 95, 95, 95, 95, 95, 95, 95)

stock-5 (S5) 950 9 5 (190, 190, 190, 190, 190)

thyroid-hypo-hyper-normal (TN) 7567 11 3 (601, 6771, 195)

thyroid-hypothyroid (TH) 7363 11 3 (6771, 359, 233)

wine-red (WR) 1599 11 6 (10, 53, 681, 638, 199, 18)

wine-white (WW) 4898 11 7 (20, 163, 1457, 2198, 880, 175, 5)

Table 5: Summary of benchmark datasets used in our empirical comparison. For each dataset,
the table lists the number of samples (#Pat), number of attributes (#Attr), number of ordinal
classes (#Classes), and the class distribution.

B.1. Datasets

Table 5 summarizes the key characteristics of the 17 datasets used in our empirical comparison,
including the number of samples, number of attributes, number of ordinal classes, and class
distribution. Data sources:

» soup: R package ordinal (Christensen 2023);

o winequality-red, winequality-white: UCI Machine Learning Repository (Dua and
Graff 2019) (via OGBoost package);

¢ thyroid-hypo-hyper-normal, thyroid-hypothyroid: UCI Machine Learning Repos-
itory (Dua and Graff 2019) (plus significant preprocessing as detailed in Section B.1.1);

o all other datasets: ordinal regression and classification algorithms (ORCA) benchmark
collection (Sénchez-Monedero et al. 2019).

For all datasets, we mapped the ordinal class labels to consecutive integers starting from 0,
which is expected by OGBoost. For example, a dataset with original class labels {1, 2, 4}
would be remapped to {0, 1, 2}.

Thyroid dataset preprocessing

The thyroid datasets included in our empirical comparison required extensive preprocessing
to ensure appropriate feature selection and data quality for ordinal regression tasks. This sec-
tion documents the preprocessing methodology implemented in 1ib_benchmarking data.py
(replication materials).

Data loading and column assignment: The original thyroid dataset (thyroid0387.data) from
the UCI Machine Learning Repository contains 30 columns without headers. We assign mean-
ingful column names corresponding to patient demographics, clinical symptoms, laboratory
measurements, and diagnosis codes:
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o Demographics: age, sex.
o Clinical symptoms: sick, pregnant, 1ithium, goitre, tumor, hypopituitary, psych.

o Treatment history: on_thyroxine, query_on_thyroxine,
on_antithyroid_medication, thyroid_surgery, I131_treatment.

e Query flags: query_hypothyroid, query_hyperthyroid.

e Laboratory markers: TSH_measured, TSH, T3_measured, T3, TT4_measured, TT4,
T4U_measured, T4U, FTI_measured, FTI, TBG_measured, TBG.

o Administrative: referral_source, diagnosis.

Missing values are handled by converting question marks (?) to NaN during CSV loading.

Feature selection and removal: To ensure appropriate feature selection for predictive modeling,
we systematically remove several categories of features:

o Post-diagnosis clinical indicators: TSH, T3, TT4, T4U, FTI and their corresponding mea-
surement flags (TSH_measured, T3_measured, etc.) are removed as they represent direct
clinical test results that would not be available for prediction in a real-world scenario.

o Treatment indicators: on_thyroxine, on_antithyroid_medication, I1131_treatment,
thyroid_surgery are removed as they represent post-diagnosis treatments rather than
predictive features.

o High-missingness features: TBG (thyroid-binding globulin) and TBG_measured are re-
moved due to excessive missing values that could compromise model training.

o Administrative features: referral_source and query_on_thyroxine are removed as
they do not contribute predictive information about thyroid conditions.

Binary encoding: Clinical and demographic binary variables are systematically converted
from text-based encoding to numeric format:

o Clinical flags: Variables with t/f values (representing true/false) are mapped to 1/0,
including sick, pregnant, 1lithium, goitre, tumor, hypopituitary, psych, and query
flags.

o Gender encoding: The sex variable is converted from M/F to 1/0 (Male=1, Female=0).

Diagnosis processing and subset creation: The original diagnosis column contains complex
multi-label information with record identifiers. We process this by extracting the primary
diagnosis codes and creating two distinct ordinal classification tasks:

1. Hypothyroid classification: Creates a subset containing only hypothyroid diagnoses (F,
G) and negative cases (). This yields a three-class ordinal problem: Negative < G < F,
where F represents the most severe hypothyroid condition.
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2. Hypo-hyper-normal classification: Creates a broader three-class subset combining all
hypothyroid diagnoses (E, F, G, H), all hyperthyroid diagnoses (A, B, C, D), and normal
cases (-). The ordinal relationship is: Hypothyroid < Normal < Hyperthyroid.

Cases with ambiguous or rare diagnoses (such as the single “general hypothyroid” case) are
excluded to ensure clear ordinal relationships.

Missing value imputation: After feature selection and encoding, remaining missing val-
ues are handled using multiple imputation by chained equations (MICE) via scikit-learn’s
IterativeImputer. The imputation process:

Applies to numerical features only, preserving categorical target variables.

Uses a maximum of 10 iterations with fixed random state (42) for reproducibility.

Excludes the target variable from the imputation process to prevent data leakage.

Validates that no missing values remain after imputation.

B.2. Experimental design

The experimental design of our empirical comparison incorporates several key components to
ensure robust and unbiased comparisons.

Cross-validation protocol

We employ repeated stratified k-fold cross-validation to provide robust performance estimates
while accounting for potential class imbalance in ordinal datasets. For the main experiments
(comparing OGBoost against alternative methods), we use 5-fold cross-validation repeated 20
times (20 repeats x 5 folds = 100 total evaluation cycles per dataset), yielding 100 indepen-
dent performance measurements for each model-dataset combination. For the heterogeneous
ensemble experiments (comparing heterogeneous vs. homogeneous OGBoost configurations),
we use b-fold cross-validation repeated 10 times (10 repeats x 5 folds = 50 total evaluation
cycles per dataset). Stratification ensures that each fold maintains approximately the same
proportion of samples from each ordinal class as the original dataset, which is particularly
important for ordinal data where class distributions are often imbalanced.

Model comparison framework

We compare five distinct approaches representing different paradigms in ordinal regression:

1. OGBoost (CV): Our proposed method using cross-validation for early stopping (5-fold
inner CV)

2. OGBoost (Holdout): Our proposed method using holdout validation for early stopping
(20% validation split)

3. OrdinalGBT: Light GBM-based ordinal regression (Spanashis 2024)

4. scikit-learn GB: Standard gradient boosting classifier treating ordinal classes as nominal
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5. scikit-lego: OrdinalClassifier meta-learner using ordinal decomposition approach

This selection encompasses the three main classes of ordinal regression algorithms (Gutiér-
rez et al. 2015): threshold models (OGBoost, OrdinalGBT), naive classification approaches
(scikit-learn GB), and ordinal decomposition methods (scikit-lego).

Hyperparameter control and fairness

To ensure fair comparison, we use matched hyperparameters across experiments where ap-
plicable. For the main experiments comparing OGBoost against alternative methods, all
tree-based models use matched hyperparameters including maximum tree depth (6), learning
rate (0.1), minimum samples per leaf (20), and minimum samples per split (20). All mod-
els use decision trees as base learners and employ early stopping with consistent tolerance
settings.

For the heterogeneous ensemble experiments, we use a different configuration to focus specif-
ically on the effect of base learner diversity. These experiments use a fixed number of 100
estimators without early stopping, ensuring that differences in performance arise from the het-
erogeneous vs. homogeneous base learner configurations rather than from varying numbers of
boosting iterations.

For models supporting early stopping in the main experiments, we set a maximum of 10,000
estimators with early stopping patience of 20 rounds to prevent overfitting while allowing
sufficient model complexity. This high initial limit ensures that early stopping, rather than a
fixed number of estimators, determines the final model size.

Table 6 summarizes the key hyperparameter settings used in the main experiments comparing
OGBoost against alternative methods. The heterogeneous ensemble experiments use different
settings as described above.

Performance metrics

We report model performance using the following metrics:

o Concordance index (C-index) — our primary metric, measuring the proportion of cor-
rectly ordered pairs.

e Spearman’s rank correlation — measuring the association between predicted and true
rankings.

o Classification accuracy — the proportion of correctly classified samples.

o Mean absolute error (MAE) — the average absolute difference between predicted and
true class labels.

While MAE assumes a numeric scale for ordinal classes, classification accuracy treats classes
as nominal. The C-index and Spearman correlation leverage the ordinal nature of the data
without a strict numeric interpretation.

For OGBoost, metrics are computed using both latent scores and discrete class label predic-
tions where applicable.
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Parameter Value Description Applicable mod- Notes
els
Ensemble parameters
n_estimators 10000 Maximum number of OGBoost, Ordinal- Early stopping
boosting iterations GBT, sklearn-GB, controls actual
scikit-lego number used
learning_rate 0.1 Learning rate (shrink- OGBoost, Ordinal- Controls step
age parameter) GBT, sklearn-GB, size in gradient
scikit-lego descent
early_stopping_roundi) Rounds without im- OGBoost, Ordinal- Prevents over-
provement before GBT, sklearn-GB, fitting
stopping scikit-lego
Tree structure
max_depth 6 Maximum depth of de- OGBoost, Ordinal- Controls tree
cision trees GBT, sklearn-GB, complexity
scikit-lego
num_leaves 64 Number of  leaves OrdinalGBT Set to 26
(Light GBM) to match
max__depth
min_samples_split 20 Minimum samples re- OGBoost, sklearn- Regularization
quired to split internal GB, scikit-lego parameter

min_samples_leaf 20

Sampling & regularization
subsample 1.0

colsample_bytree 1.0

early_stopping_tol 0.0

Model-specific

link_function logit

node
Minimum samples re-
quired at leaf node

Fraction of samples
used for fitting trees

Fraction of features

used per tree

Tolerance for early stop-
ping

Link function for ordi-
nal regression

OGBoost, sklearn-
GB, scikit-lego

OGBoost, Ordinal-
GBT, sklearn-GB,
scikit-lego
OrdinalGBT

OGBoost, sklearn-
GB, scikit-lego

OGBoost

Also used as
min_ child_samples
for  Ordinal-
GBT

Stochastic gra-
dient boosting
parameter
Feature
sampling  for
regularization
Minimum im-
provement re-
quired

sub-

Matches Ordi-

nalGBT’s de-
fault link func-
tion

Table 6: Hyperparameter settings used in the main experiments comparing OGBoost against
alternative methods. Heterogeneous ensemble experiments use different settings as described

in Section B.2.3.



Journal of Statistical Software 31

Statistical analysis

Algorithm performance comparisons follow the Demsar (2006) framework for statistical com-
parison of classifiers across multiple datasets. For each dataset, algorithms are ranked by
performance (rank 1 = best), with tied values receiving the average of the ranks they would
occupy. For example, if two methods tie for second place, both receive rank 2.5 = (2+3)/2.

Performance values are displayed with three decimal places, and ties are determined based
on these displayed values to ensure consistency between visual representation and statistical
analysis. The best-performing method(s) for each dataset are highlighted in bold, with tied
methods receiving equal emphasis when their displayed values are identical.

Average ranks across datasets are calculated for each method, followed by Friedman test for
overall significance and Nemenyi post-hoc test for pairwise comparisons when the Friedman
test indicates significant differences. This procedure accounts for the paired nature of the
data and controls for multiple comparisons.

Reproducibility and computational considerations

All experiments use fixed random seeds (seed = 123) to ensure reproducibility. The evaluation
framework supports parallel execution across CPU cores to manage computational demands
efficiently. Results are saved incrementally to prevent data loss during long-running sessions.

The experimental implementation is fully self-contained within the replicate_benchmarking/
directory, with all dependencies specified in the requirements file and dataset loading auto-
mated to facilitate reproduction of results.

B.3. Additional results

OGBoost vs. alternatives

Tables 7, 8, and 9 provide additional results from our empirical comparison, comparing OG-
Boost against alternative methods across multiple metrics including classification accuracy,
mean absolute error (MAE), and Spearman correlation. We see that OGBoost achieves the
best average rank across all metrics: 1.50 for accuracy, 1.44 for MAE, and 1.35 for Spearman
correlation.

Latent score vs. class labels

Tables 10 and 11 provide additional results from our empirical comparison, comparing OG-
Boost using latent score vs. class label predictions with CV early stopping across multiple
metrics including concordance index and Spearman correlation. We see that using the latent
score consistently improves performance across both metrics.

CV early stopping

Tables 12, 13, 14, and 15 provide additional results from our empirical comparison, comparing
0OGBoost with cross-validation (CV) early stopping against holdout-set early stopping across
multiple metrics including concordance index, classification accuracy, mean absolute error
(MAE), and Spearman correlation. We see that CV early stopping consistently improves
performance across all metrics.
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Table 7: Classification accuracy comparison of OGBoost against alternative methods across
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OGBoost scikit-learn scikit-lego OrdinalGBT
soup 0.465 0.460 (—0.005)  0.452 (—0.014)  0.459 (—0.006)
thyroid-hypo-hyper 0.895 0.894 (—0.000)  0.894 (—0.000) 0.895 (—0.000)
thyroid-hypo 0.920 0.920 (—0.000) 0.920 (—0.000) 0.920 (+0.000)
ERA 0.267 0.261 (—0.005)  0.258 (—0.009)  0.273 (+0.006)
LEV 0.631 0.615 (—0.016)  0.612 (—0.019)  0.603 (—0.028)
SWD 0.587 0.559 (—0.028)  0.561 (—0.026)  0.565 (—0.022)
abalone-10 0.290 0.276 (—0.014)  0.278 (—0.012)  0.269 (—0.021)
abalone-5 0.492 0.482 (—0.010)  0.482 (—0.010)  0.481 (—0.011)
balance-scale 0.900 0.865 (—0.035)  0.858 (—0.043)  0.819 (—0.081)
car 0.985 0.991 (+0.006) 0.991 (4+0.006) 0.708 (—0.277)
eucalyptus 0.688 0.664 (—0.025) 0.689 (+0.000) 0.549 (—0.139)
housing-10 0.471 0.424 (—0.047)  0.457 (-0.013)  0.305 (—0.165)
housing-5 0.675 0.651 (—0.024) 0.674 (—0.001)  0.608 (—0.067)
stock-10 0.771 0.751 (—0.021)  0.761 (—0.011)  0.283 (—0.489)
stock-5 0.890 0.883 (—0.007)  0.877 (—0.013)  0.743 (—0.147)
wine-red 0.643 0.646 (4+0.003)  0.651 (4+0.008) 0.624 (—0.019)
wine-white 0.620 0.632 (4+0.012) 0.630 (+0.010)  0.583 (—0.037)
Average rank 1.50 2.53 2.59 3.38
Mean difference -1.3% —0.9% —8.8%

17 datasets.

Table 8: Mean absolute error (MAE) comparison of OGBoost against alternative methods

OGBoost scikit-lego scikit-learn OrdinalGBT
soup 1.644 1.566 (—0.078) 1.566 (—0.078) 1.660 (+0.016)
thyroid-hypo-hyper 0.105 0.106 (4+0.000)  0.106 (+0.000)  0.105 (+0.000)
thyroid-hypo 0.112 0.112 (+0.000) 0.112 (4+0.000) 0.112 (4+0.000)
ERA 1.262 1.367 (+0.105)  1.352 (4+0.089)  1.283 (40.021)
LEV 0.404 0.425 (+0.021)  0.424 (+0.019)  0.431 (+0.027)
SWD 0.431 0.474 (+0.042)  0.475 (+0.044)  0.466 (+0.034)
abalone-10 1.391 1.484 (4+0.093)  1.575 (4+0.184)  1.502 (4+0.110)
abalone-5 0.658 0.698 (40.040)  0.717 (+0.059)  0.728 (+0.070)
balance-scale 0.105 0.158 (40.052)  0.161 (+0.056)  0.284 (+0.178)
car 0.015 0.010 (—0.005) 0.010 (—0.005) 0.357 (+0.342)
eucalyptus 0.327 0.326 (—0.001) 0.359 (+0.032)  0.558 (+0.230)
housing-10 0.731 0.794 (40.063)  0.965 (+0.233)  1.642 (+0.910)
housing-5 0.359 0.380 (+0.021)  0.420 (+0.061)  0.471 (+0.112)
stock-10 0.236 0.248 (40.013)  0.270 (+0.034)  1.828 (+1.593)
stock-5 0.110 0.123 (+0.013)  0.118 (+0.008)  0.263 (+0.153)
wine-red 0.383 0.383 (—0.000) 0.392 (+0.010)  0.405 (+0.022)
wine-white 0.414 0.413 (—0.001) 0.416 (+0.002)  0.457 (+0.044)
Average rank 1.44 2.18 2.94 3.44
Mean difference +0.022 +0.044 +0.227

across 17 datasets.
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OGBoost OrdinalGBT scikit-lego scikit-learn
soup 0.286 0.275 (—0.011)  0.200 (—0.086) 0.208 (—0.078)
thyroid-hypo-hyper 0.108 0.105 (—0.003) 0.017 (—0.091) 0.013 (—0.095)
thyroid-hypo 0.092 0.072 (—0.020) —0.000 (—0.092) 0.001 (—0.091)
ERA 0.562 0.552 (—0.010) 0.489 (—0.073) 0.490 (—0.072)
LEV 0.733 0.730 (—0.003) 0.695 (—0.038) 0.696 (—0.037)
SWD 0.631 0.625 (—0.006) 0.572 (—O0. 058) 0.566 (—0.064)
abalone-10 0.772 0.734 (—0.037) 0.736 (—0.036) 0.719 (—0.052)
abalone-5 0.755 0.748 (—0.007) 0.714 (—0.041) 0.708 (—0.047)
balance-scale 0.882 0.810 (—0.072) 0.899 (+0.017)  0.888 (+0.006)
car 0.804 0.881 (+0.077) 0.993 (+0.189)  0.991 (+0.187)
eucalyptus 0.909 0.891 (—0.018) 0.899 (—0.010) 0.885 (—0.023)
housing-10 0.921 0.624 (—0.297) 0.902 (—0.019) 0.860 (—0.061)
housing-5 0.902 0.880 (—0.021) 0.875 (—0.027) 0.856 (—0.046)
stock-10 0.986 0.641 (—0.345) 0.984 (—0.002) 0.981 (—0.005)
stock-5 0.969 0.962 (—0.008) 0.969 (—0.000) 0.970 (+0.001)
wine-red 0.666 0.650 (—0.016) 0.614 (—0.052) 0.603 (—0.063)
wine-white 0.694 0.655 (—0.039) 0.638 (—0.057) 0.627 (—0.067)
Average rank 1.35 2.65 2.76 3.24
Mean difference -4.9% -2.8% -3.6%

Table 9: Spearman correlation comparison of OGBoost against alternative methods across 17
datasets.

Dataset Latent score Class labels
soup 0.626 0.518 (—0.108)
thyroid-hypo-hyper 0.600 0.500 (—0.100)
thyroid-hypo 0.596 0.500 (—0.096)
ERA 0.731 0.719 (—0.012)
LEV 0.859 0.812 (—0.047)
SWD 0.810 0.760 (—0.050)
abalone-10 0.820 0.814 (—0.006)
abalone-5 0.840 0.821 (—0.018)
balance-scale 0.988 0.968 (—0.020)
car 0.999 0.995 (—0.005)
eucalyptus 0.942 0.908 (—0.034)
housing-10 0.919 0.910 (—0.009)
housing-5 0.933 0.909 (—0.024)
stock-10 0.985 0.975 (—0.011)
stock-5 0.990 0.973 (—0.016)
wine-red 0.836 0.770 (—0.066)
wine-white 0.843 0.775 (—0.068)
Wins/losses//ties 17/0/0

Mean difference —0.041 (—8.1%)

Table 10: Concordance index comparison of OGBoost — using latent score vs. class label
predictions — with CV early stopping across 17 datasets. Winner for each dataset is shown in
bold. Values in parentheses show the difference relative to latent scores. The mean difference
row shows both absolute difference and percentage of the effective concordance range (0.5-1.0)
in parentheses.
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Dataset Latent score Class labels
soup 0.286 0.099 (—0.187)
thyroid-hypo-hyper 0.108 0.000 (—0.108)
thyroid-hypo 0.092 0.000 (—0.092)
ERA 0.562 0.551 (—0.011)
LEV 0.733 0.702 (—0.031)
SWD 0.631 0.598 (—0.033)
abalone-10 0.772 0.767 (—0.005)
abalone-5 0.755 0.741 (—0.014)
balance-scale 0.882 0.936 (+0.054)
car 0.804 0.990 (+0.186)
eucalyptus 0.909 0.898 (—0.011)
housing-10 0.921 0.917 (—0.004)
housing-5 0.902 0.891 (—0.011)
stock-10 0.986 0.985 (—0.001)
stock-5 0.969 0.973 (+0.003)
wine-red 0.666 0.615 (—0.051)
wine-white 0.694 0.639 (—0.055)
Wins/losses/ties 14/3/0

Mean difference -2.2%

Table 11: Spearman correlation comparison of OGBoost — using latent score vs. class label
predictions — with CV early stopping across 17 datasets.

Dataset CV early stopping Holdout early stopping
soup 0.626 0.625 (—0.001)
thyroid-hypo-hyper 0.600 0.598 (—0.002)
thyroid-hypo 0.596 0.585 (—0.010)
ERA 0.731 0.726 (—0.005)
LEV 0.859 0.858 (—0.001)
SWD 0.810 0.806 (—0.004)
abalone-10 0.820 0.818 (—0.002)
abalone-5 0.840 0.838 (—0.002)
balance-scale 0.988 0.986 (—0.002)
car 0.999 0.998 (—0.001)
eucalyptus 0.942 0.940 (—0.002)
housing-10 0.919 0.912 (—0.007)
housing-5 0.933 0.929 (—0.004)
stock-10 0.985 0.983 (—0.002)
stock-5 0.990 0.989 (—0.001)
wine-red 0.836 0.830 (—0.006)
wine-white 0.843 0.832 (—0.011)
Wins/losses//ties 17/0/0

Mean difference —0.004 (—0.8%)

Table 12: Concordance index comparison of OGBoost — using latent score predictions — with
CV vs. holdout-set early stopping across 17 datasets. Winner for each dataset is shown in
bold. Values in parentheses show the difference relative to CV early stopping. The mean
difference row shows both absolute difference and percentage of the effective concordance
range (0.5-1.0) in parentheses.
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Dataset CV early stopping Holdout early stopping
soup 0.465 0.468 (+0.003)
thyroid-hypo-hyper 0.895 0.895 (—0.000)
thyroid-hypo 0.920 0.920 (+0.000)
ERA 0.267 0.271 (+0.004)
LEV 0.631 0.622 (—0.009)
SWD 0.587 0.578 (—0.008)
abalone-10 0.290 0.288 (—0.002)
abalone-5 0.492 0.490 (—0.002)
balance-scale 0.900 0.890 (—0.011)
car 0.985 0.978 (—0.008)
eucalyptus 0.688 0.683 (—0.005)
housing-10 0.471 0.452 (—0.019)
housing-5 0.675 0.665 (—0.010)
stock-10 0.771 0.760 (—0.011)
stock-5 0.890 0.884 (—0.006)
wine-red 0.643 0.637 (—0.006)
wine-white 0.620 0.605 (—0.015)
Wins/losses//ties 13/2/2

Mean difference —0.6%

Table 13: Classification accuracy comparison of OGBoost with CV vs. holdout-set early
stopping across 17 datasets.

Dataset CV early stopping Holdout early stopping
soup 1.644 1.627 (—0.017)
thyroid-hypo-hyper 0.105 0.105 (+0.000)
thyroid-hypo 0.112 0.112 (+0.000)
ERA 1.262 1.264 (+0.002)
LEV 0.404 0.413 (40.008)
SWD 0.431 0.442 (4+0.011)
abalone-10 1.391 1.405 (+0.013)
abalone-5 0.658 0.662 (+0.004)
balance-scale 0.105 0.118 (+0.013)
car 0.015 0.022 (+0.008)
eucalyptus 0.327 0.334 (40.006)
housing-10 0.731 0.775 (40.043)
housing-5 0.359 0.373 (+0.014)
stock-10 0.236 0.251 (-+0.015)
stock-5 0.110 0.117 (-+0.007)
wine-red 0.383 0.390 (-0.007)
wine-white 0.414 0.433 (40.019)
Wins/losses//ties 14/1/2

Mean difference -+0.009

Table 14: Mean absolute error (MAE) comparison of 0GBoost with CV vs. holdout-set early
stopping across 17 datasets.
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Dataset CV early stopping Holdout early stopping
soup 0.286 0.284 (—0.002)
thyroid-hypo-hyper 0.108 0.106 (—0.002)
thyroid-hypo 0.092 0.082 (—0.010)
ERA 0.562 0.551 (—0.010)
LEV 0.733 0.732 (—0.001)
SWD 0.631 0.623 (—0.007)
abalone-10 0.772 0.767 (—0.004)
abalone-5 0.755 0.752 (—0.003)
balance-scale 0.882 0.879 (—0.003)
car 0.804 0.804 (+0.001)
eucalyptus 0.909 0.906 (—0.003)
housing-10 0.921 0.912 (—0.009)
housing-5 0.902 0.897 (—0.005)
stock-10 0.986 0.985 (—0.001)
stock-5 0.969 0.969 (—0.001)
wine-red 0.666 0.656 (—0.010)
wine-white 0.694 0.675 (—0.019)
Wins/losses//ties 15/0/2

Mean difference —0.5%

Table 15: Spearman correlation comparison of OGBoost — using latent score predictions —
with CV vs. holdout-set early stopping across 17 datasets.

Dataset Heterogeneous ensemble  Homogeneous ensemble
soup 0.471 0.467 (—0.004)
thyroid-hypo-hyper 0.895 0.895 (+0.000)
thyroid-hypo 0.920 0.920 (+0.000)
ERA 0.265 0.262 (—0.003)
LEV 0.612 0.617 (+0.005)
SWD 0.591 0.589 (—0.002)
abalone-10 0.293 0.287 (—0.006)
abalone-5 0.487 0.497 (+0.011)
balance-scale 0.906 0.853 (—0.053)
car 0.928 0.928 (40.000)
eucalyptus 0.662 0.647 (—0.015)
housing-10 0.454 0.441 (—0.014)
housing-5 0.696 0.662 (—0.034)
stock-10 0.719 0.713 (—0.006)
stock-5 0.881 0.865 (—0.016)
wine-red 0.627 0.630 (+0.003)
wine-white 0.597 0.576 (—0.021)
Wins/losses/ties 11/3/3

Mean difference —0.9%

Table 16: Classification accuracy comparison of OGBoost using heterogeneous vs. homoge-
neous ensembles across 17 datasets.
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Dataset Heterogeneous ensemble Homogeneous ensemble
soup 1.612 1.643 (+0.031)
thyroid-hypo-hyper 0.105 0.105 (+0.000)
thyroid-hypo 0.112 0.112 (+0.000)
ERA 1.246 1.252 (+0.006)
LEV 0.418 0.417 (—0.001)
SWD 0.423 0.429 (4+0.006)
abalone-10 1.405 1.403 (—0.002)
abalone-5 0.667 0.654 (—0.013)
balance-scale 0.110 0.216 (+0.106)
car 0.081 0.082 (+0.001)
eucalyptus 0.356 0.378 (+0.022)
housing-10 0.791 0.824 (+0.034)
housing-5 0.340 0.385 (40.045)
stock-10 0.300 0.308 (+0.008)
stock-5 0.119 0.135 (40.016)
wine-red 0.400 0.396 (—0.003)
wine-white 0.442 0.467 (4+0.024)
Wins/losses/ties 11/4/2

Mean difference +0.016

Table 17: Mean absolute error (MAE) comparison of OGBoost using heterogeneous vs. ho-
mogeneous ensembles across 17 datasets.

Dataset Heterogeneous ensemble Homogeneous ensemble
soup 0.316 0.288 (—0.028)
thyroid-hypo-hyper 0.127 0.108 (—0.018)
thyroid-hypo 0.111 0.084 (—0.027)
ERA 0.579 0.566 (—0.013)
LEV 0.751 0.729 (—0.021)
SWD 0.643 0.632 (—0.011)
abalone-10 0.773 0.771 (—0.001)
abalone-5 0.758 0.756 (—0.003)
balance-scale 0.887 0.854 (—0.034)
car 0.795 0.803 (+0.008)
eucalyptus 0.903 0.896 (—0.007)
housing-10 0.909 0.899 (—0.010)
housing-5 0.903 0.889 (—0.013)
stock-10 0.983 0.982 (—0.001)
stock-5 0.969 0.968 (—0.001)
wine-red 0.660 0.651 (—0.009)
wine-white 0.671 0.650 (—0.021)
Wins/losses/ties 16/1/0

Mean difference -1.2%

Table 18: Spearman correlation comparison of OGBoost using heterogeneous vs. homogeneous
ensembles across 17 datasets.



38 OGBoost: Ordinal Regression Gradient Boosting in Python

Heterogeneous ensembles

Tables 16, 17, and 18 provide additional results from our empirical comparison, comparing
OGBoost using heterogeneous vs. homogeneous ensembles across multiple metrics including
classification accuracy, mean absolute error (MAE), and Spearman correlation. We see that
heterogeneous ensembles consistently improve performance across all metrics.

The heterogeneous ensemble experiments use a different configuration from the main exper-
iments to isolate the effect of base learner diversity. Specifically, both heterogeneous and
homogeneous configurations use a fixed number of 100 estimators without early stopping, en-
suring that performance differences arise from base learner composition rather than varying
numbers of boosting iterations. The heterogeneous configuration mixes decision trees with
a second learner type (linear regression in our case) with mixing probabilities optimized via
grid search and 5-fold cross-validation.

Note that we used concordance index as the scoring function during grid search for the mixing
probability hyperparameter. This may explain why the improvement in concordance index
and spearman correlation is more pronounced than for accuracy and MAE. It is plausible
to think that using accuracy or MAE as the scoring function during hyperparameter tuning
could yield larger improvements in those metrics.

Affiliation:

Mansour T. A. Sharabiani
Imperial College London
London, United Kingdom
E-mail: mt5605@imperial.ac.uk

Alex Bottle

Imperial College London

London, United Kingdom

E-mail: robert.bottle@imperial.ac.uk

Alireza S. Mahani

New York Stock Exchange

New York, United States of America
E-mail: alireza.s.mahani@gmail.com

Journal of Statistical Software https://www. jstatsoft.org/
published by the Foundation for Open Access Statistics https://www.foastat.org/
August 2026, Volume 117, Issue 5 Submitted: 2025-03-14

doi:10.18637/jss.v117.105 Accepted: 2025-11-12



mailto:mt5605@imperial.ac.uk
mailto:robert.bottle@imperial.ac.uk
mailto:alireza.s.mahani@gmail.com
https://www.jstatsoft.org/
https://www.foastat.org/
https://doi.org/10.18637/jss.v117.i05

	Introduction
	OGBoost: An overview
	Parametric approaches to ordinal regression
	Machine learning software for ordinal data
	Contributions and paper outline

	Mathematical framework
	Cumulative link model
	Coordinate-descent optimization
	Derivative w.r.t. g(x)
	Derivative w.r.t. thetam
	Initialization of g and theta
	Learning rates and line search

	Package overview
	Key features
	Latent-score prediction
	The score method
	Heterogeneous boosting ensembles
	Extensibility and custom link functions
	Cross-validation for early stopping


	Using OGBoost
	Training and validation loss
	Discrete class labels vs. continuous latent score
	Heterogeneous boosting ensembles
	Early stopping with cross-validation

	Empirical comparison
	Overview of algorithms and datasets
	OGBoost vs. alternative methods
	Latent scores vs. discrete class labels
	Cross-validation vs. holdout validation for early stopping
	Heterogeneous boosting ensembles

	Discussion
	Future work

	Compute environment
	Installed packages
	Mathematical details
	Derivatives
	Derivative with respect to g(x)
	Derivative with respect to theta

	Initialization of g0 and theta
	Learning rate and line search pseudo-code

	Empirical comparison details
	Datasets
	Thyroid dataset preprocessing

	Experimental design
	Cross-validation protocol
	Model comparison framework
	Hyperparameter control and fairness
	Performance metrics
	Statistical analysis
	Reproducibility and computational considerations

	Additional results
	OGBoost vs. alternatives
	Latent score vs. class labels
	CV early stopping
	Heterogeneous ensembles



